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host
device

#include "../common/book.h"

int main( void ) {

    printf( "Hello, World!\n" );

    return 0; 

}

-
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host

host
device

device
kernel

A KERNEL CALL

#include <iostream>

__global__ void kernel( void ) { 

}

int main( void ) {

    kernel<<<1,1>>>();

    printf( "Hello, World!\n" );

    return 0; 

}

kernel() __global__

<<<1,1>>>

gcc

 Download from www.wowebook.com



ptg

INTRODUCTION TO CUDA C

24

-

__global__

nvcc
kernel() main()

kernel()

PASSING PARAMETERS
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#include <iostream> 

#include "book.h"

__global__ void add( int a, int b, int *c ) {

    *c = a + b; 

}

int main( void ) {

    int c;

    int *dev_c;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c, sizeof(int) ) );

    add<<<1,1>>>( 2, 7, dev_c );

    HANDLE_ERROR( cudaMemcpy( &c, 

                              dev_c, 

                              sizeof(int), 

                              cudaMemcpyDeviceToHost ) );

    printf( "2 + 7 = %d\n", c );

    cudaFree( dev_c );

    return 0; 

}
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cudaMalloc()
malloc()

malloc() void*
HANDLE_ERROR()

EXIT_FAILURE

cudaMalloc()

can cudaMalloc()

can cudaMalloc()

can cudaMalloc()

cannot cudaMalloc()

free()
cudaMalloc() cudaMalloc()

cudaFree() free()
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cudaMemcpy()

*c = a + b
a b

c

cudaMemcpy()
memcpy()

cudaMemcpy() cudaMemcpyDeviceToHost

cudaMemcpyHostToDevice -

both
cudaMemcpyDeviceToDevice

memcpy()
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-

-

-

cudaGetDeviceCount()

    int count;

    HANDLE_ERROR( cudaGetDeviceCount( &count ) );

cudaGetDeviceCount()

cudaDeviceProp
cudaDeviceProp

    struct cudaDeviceProp {

        char name[256];

        size_t totalGlobalMem;

        size_t sharedMemPerBlock;

        int regsPerBlock;

        int warpSize;

        size_t memPitch;

        int maxThreadsPerBlock;

        int maxThreadsDim[3];

        int maxGridSize[3];

        size_t totalConstMem;

        int major;
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        int minor;

        int clockRate;

        size_t textureAlignment;

        int deviceOverlap;

        int multiProcessorCount;

        int kernelExecTimeoutEnabled;

        int integrated;

        int canMapHostMemory;

        int computeMode;

        int maxTexture1D;

        int maxTexture2D[2];

        int maxTexture3D[3];

        int maxTexture2DArray[3];

        int concurrentKernels;

    }

Table 3.1 

DEVICE PROPERTY DESCRIPTION

char name[256]; 
"GeForce GTX 280") 

size_t totalGlobalMem 

size_t sharedMemPerBlock 

int regsPerBlock 

int warpSize 

size_t memPitch 

Continued
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DEVICE PROPERTY DESCRIPTION 

int maxThreadsPerBlock 

int maxThreadsDim[3] 

int maxGridSize[3] 

size_t totalConstMem 

int major 

int minor 

size_t textureAlignment 

int deviceOverlap 
cudaMemcpy()

int multiProcessorCount

int kernelExecTimeoutEnabled

int integrated 

int canMapHostMemory 

int computeMode 

int maxTexture1D 

Table 3.1 
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DEVICE PROPERTY DESCRIPTION 

int maxTexture2D[2] 

int maxTexture3D[3]

int maxTexture2DArray[3]

int concurrentKernels

NVIDIA CUDA Programming Guide

#include "../common/book.h"

int main( void ) {

    cudaDeviceProp  prop;

    int count;

    HANDLE_ERROR( cudaGetDeviceCount( &count ) );

    for (int i=0; i< count; i++) {

        HANDLE_ERROR( cudaGetDeviceProperties( &prop, i ) );

        //Do something with our device's properties

    } 

}

Table 3.1 
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#include "../common/book.h"

int main( void ) {

    cudaDeviceProp  prop;

    int count;

    HANDLE_ERROR( cudaGetDeviceCount( &count ) );

    for (int i=0; i< count; i++) {

        HANDLE_ERROR( cudaGetDeviceProperties( &prop, i ) );

        printf( "   --- General Information for device %d ---\n", i );

        printf( "Name:  %s\n", prop.name );

        printf( "Compute capability:  %d.%d\n", prop.major, prop.minor );

        printf( "Clock rate:  %d\n", prop.clockRate );

        printf( "Device copy overlap:  " );

        if (prop.deviceOverlap)

            printf( "Enabled\n" );

        else

            printf( "Disabled\n" );

        printf( "Kernel execition timeout :  " );

        if (prop.kernelExecTimeoutEnabled)

            printf( "Enabled\n" );

        else

            printf( "Disabled\n" );

        printf( "   --- Memory Information for device %d ---\n", i );

        printf( "Total global mem:  %ld\n", prop.totalGlobalMem );

        printf( "Total constant Mem:  %ld\n", prop.totalConstMem );

        printf( "Max mem pitch:  %ld\n", prop.memPitch );

        printf( "Texture Alignment:  %ld\n", prop.textureAlignment );
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        printf( "   --- MP Information for device %d ---\n", i );

        printf( "Multiprocessor count:  %d\n",

                    prop.multiProcessorCount );

        printf( "Shared mem per mp:  %ld\n", prop.sharedMemPerBlock );

        printf( "Registers per mp:  %d\n", prop.regsPerBlock );

        printf( "Threads in warp:  %d\n", prop.warpSize );

        printf( "Max threads per block:  %d\n",

                    prop.maxThreadsPerBlock );

        printf( "Max thread dimensions:  (%d, %d, %d)\n",

                    prop.maxThreadsDim[0], prop.maxThreadsDim[1],

                    prop.maxThreadsDim[2] );

        printf( "Max grid dimensions:  (%d, %d, %d)\n",

                    prop.maxGridSize[0], prop.maxGridSize[1],

                    prop.maxGridSize[2] );

        printf( "\n" );

    } 

}

cudaGetDeviceProperties()

NVIDIA CUDA Programming Guide -
-
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cudaGetDeviceCount()
cudaGetDeviceProperties()

cudaDeviceProp

    cudaDeviceProp  prop;

    memset( &prop, 0, sizeof( cudaDeviceProp ) );

    prop.major = 1;

    prop.minor = 3;

cudaDeviceProp
cudaChooseDevice()

cudaChooseDevice()
cudaSetDevice() -

cudaChooseDevice()

#include "../common/book.h"

int main( void ) {

    cudaDeviceProp  prop;

    int dev;

    HANDLE_ERROR( cudaGetDevice( &dev ) );

    printf( "ID of current CUDA device:  %d\n", dev );

    memset( &prop, 0, sizeof( cudaDeviceProp ) );

    prop.major = 1;

    prop.minor = 3;

    HANDLE_ERROR( cudaChooseDevice( &dev, &prop ) ); 

printf( "ID of CUDA device closest to revision 1.3:  %d\n", dev );

    HANDLE_ERROR( cudaSetDevice( dev ) ); 

}

 Download from www.wowebook.com



ptg

35

__global__

malloc(), memcpy() free()
cudaMalloc(), cudaMemcpy() cudaFree()
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__global__

SUMMING VECTORS
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Figure 4.1 

CPU VECTOR SUMS

#include "../common/book.h"

#define N   10

void add( int *a, int *b, int *c ) {

    int tid = 0;    // this is CPU zero, so we start at zero

    while (tid < N) {

        c[tid] = a[tid] + b[tid];

        tid += 1;   // we have one CPU, so we increment by one

    }

}

int main( void ) {

    int a[N], b[N], c[N];

    // fill the arrays 'a' and 'b' on the CPU

    for (int i=0; i<N; i++) {

        a[i] = -i;

        b[i] = i * i;

    }

    add( a, b, c );

 Download from www.wowebook.com



ptg

PARALLEL PROGRAMMING IN CUDA C

40

    // display the results

    for (int i=0; i<N; i++) {

        printf( "%d + %d = %d\n", a[i], b[i], c[i] );

    }

    return 0; 

}

add()

void add( int *a, int *b, int *c ) {

    int tid = 0;    // this is CPU zero, so we start at zero

    while (tid < N) {

        c[tid] = a[tid] + b[tid];

        tid += 1;   // we have one CPU, so we increment by one

    }

}

while tid 0
N-1 a[] b[]

c[]

void add( int *a, int *b, int *c ) {

    for (i=0; i < N; i++) {

        c[i] = a[i] + b[i];

    }

}

tid = 0 tid = 1
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CPU CORE 1 CPU CORE 2

void add( int *a, int *b, int *c ) 
{
    int tid = 0;
    while (tid < N) {
        c[tid] = a[tid] + b[tid];
        tid += 2;
    }
}

void add( int *a, int *b, int *c ) 
{
    int tid = 1;
    while (tid < N) {
        c[tid] = a[tid] + b[tid];
        tid += 2;
    }
}

add()
-

GPU VECTOR SUMS

add()

main()
main()

#include "../common/book.h"

#define N   10

int main( void ) {

    int a[N], b[N], c[N];

    int *dev_a, *dev_b, *dev_c;

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a, N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b, N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c, N * sizeof(int) ) );

    // fill the arrays 'a' and 'b' on the CPU

    for (int i=0; i<N; i++) {

        a[i] = -i;

        b[i] = i * i;

    }
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    // copy the arrays 'a' and 'b' to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, a, N * sizeof(int),

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, b, N * sizeof(int),

                              cudaMemcpyHostToDevice ) );

    add<<<N,1>>>( dev_a, dev_b, dev_c );

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( c, dev_c, N * sizeof(int),

                              cudaMemcpyDeviceToHost ) );

    // display the results

    for (int i=0; i<N; i++) {

        printf( "%d + %d = %d\n", a[i], b[i], c[i] );

    }

    // free the memory allocated on the GPU

    cudaFree( dev_a );

    cudaFree( dev_b );

    cudaFree( dev_c );

    return 0; 

}

cudaMalloc()
dev_a dev_b dev_c

cudaFree()

cudaMemcpy()
cudaMemcpyHostToDevice
cudaMemcpyDeviceToHost

add() main()
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need

a[] b[]

add()

__global__ void add( int *a, int *b, int *c ) {

    int tid = blockIdx.x;    // handle the data at this index

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}

add()

add()
__global__

are -

        kernel<<<1,1>>>( param1, param2, … );

        add<<<N,1>>>( dev _ a, dev _ b, dev _ c );
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N

kernel<<<2,1>>>()

block kernel<<<256,1>>>()
blocks

N

blockIdx.x

__global__ void add( int *a, int *b, int *c ) {

    int tid = blockIdx.x;    // handle the data at this index

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}

tid
blockIdx

blockIdx blockIdx.x
-

-

-
have
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N
grid

grid N

blockIdx.x N-1

blockIdx.x
-

blockIdx.x

BLOCK 1 BLOCK 2

__global__ void 

add( int *a, int *b, int *c ) {

    int tid = 0;

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}

__global__ void 

add( int *a, int *b, int *c ) {

    int tid = 1;

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}

BLOCK 3 BLOCK 4

__global__ void 

add( int *a, int *b, int *c ) {

    int tid = 2;

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}

__global__ void 

add( int *a, int *b, int *c ) {

    int tid = 3;

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}

N-1

tid 
N should N
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tid N -

HANDLE_
ERROR()

you
we check the results of 

every operation that can fail

#define N 10

-
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-

not

outside
is

Equation 4.1 

CPU JULIA SET

int main( void ) {

    CPUBitmap bitmap( DIM, DIM );

    unsigned char *ptr = bitmap.get_ptr();

    kernel( ptr );

    bitmap.display_and_exit(); 

}
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void kernel( unsigned char *ptr ){

    for (int y=0; y<DIM; y++) {

        for (int x=0; x<DIM; x++) {

            int offset = x + y * DIM;

            int juliaValue = julia( x, y );

            ptr[offset*4 + 0] = 255 * juliaValue;

            ptr[offset*4 + 1] = 0;

            ptr[offset*4 + 2] = 0;

            ptr[offset*4 + 3] = 255;

        }

    }

 }

julia()
julia()

julia()

int julia( int x, int y ) {

    const float scale = 1.5;

    float jx = scale * (float)(DIM/2 - x)/(DIM/2);

    float jy = scale * (float)(DIM/2 - y)/(DIM/2);

    cuComplex c(-0.8, 0.156);

    cuComplex a(jx, jy);

    int i = 0;

    for (i=0; i<200; i++) {

        a = a * a + c;

        if (a.magnitude2() > 1000)

            return 0;

    }

    return 1; 

}
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DIM/2
DIM/2

(x,y) ( (DIM/2 – x)/(DIM/2), 
((DIM/2 – y)/(DIM/2) )

scale

2

-0.8 + 0.156i

not

kernel()

struct cuComplex {

    float   r;

    float   i;

    cuComplex( float a, float b ) : r(a), i(b)  {}

    float magnitude2( void ) { return r * r + i * i; }

    cuComplex operator*(const cuComplex& a) {

        return cuComplex(r*a.r - i*a.i, i*a.r + r*a.i);

    }

    cuComplex operator+(const cuComplex& a) {

        return cuComplex(r+a.r, i+a.i);

    } 

};
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r i

GPU JULIA SET

int main( void ) {

    CPUBitmap bitmap( DIM, DIM );

    unsigned char    *dev_bitmap;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap, 

                              bitmap.image_size() ) );

    dim3    grid(DIM,DIM);

    kernel<<<grid,1>>>( dev_bitmap );

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), 

                              dev_bitmap, 

                              bitmap.image_size(), 

                              cudaMemcpyDeviceToHost ) );

    bitmap.display_and_exit();

    cudaFree( dev_bitmap ); 

}

main()
DIM DIM 
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-
dev_bitmap

cudaMalloc()

kernel()
__global__

kernel()

kernel()

    dim3 grid(DIM,DIM);

dim3

dim3 repre-

two-dimensional

dim3

dim3 -
-

dim3 grid(DIM,DIM)
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dim3 grid

    kernel<<<grid,1>>>( dev _ bitmap );

kernel()
cudaMemcpy()

cudaMemcpyDeviceToHost

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), 

                              dev_bitmap, 

                              bitmap.image_size(), 

                              cudaMemcpyDeviceToHost ) );

-
kernel()

__global__ void kernel( unsigned char *ptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = blockIdx.x;

    int y = blockIdx.y;

    int offset = x + y * gridDim.x;

    // now calculate the value at that position

    int juliaValue = julia( x, y );

    ptr[offset*4 + 0] = 255 * juliaValue;

    ptr[offset*4 + 1] = 0;

    ptr[offset*4 + 2] = 0;

    ptr[offset*4 + 3] = 255; 

}

kernel() __global__

for()
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julia()
blockIdx

(x,y) (0,0) (DIM-1, DIM-1)

ptr gridDim

DIM, DIM)

ptr 0 (DIM*DIM-1)

    int offset = x + y * gridDim.x;

__device__ int julia( int x, int y ) {

    const float scale = 1.5;

    float jx = scale * (float)(DIM/2 - x)/(DIM/2);

    float jy = scale * (float)(DIM/2 - y)/(DIM/2);

    cuComplex c(-0.8, 0.156);

    cuComplex a(jx, jy);

    int i = 0;

    for (i=0; i<200; i++) {

        a = a * a + c;

        if (a.magnitude2() > 1000)

            return 0;

    }

    return 1; 

}
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cuComplex

struct cuComplex {

    float   r;

    float   i;

    cuComplex( float a, float b ) : r(a), i(b)  {}

    __device__ float magnitude2( void ) { 

        return r * r + i * i; 

    }

    __device__ cuComplex operator*(const cuComplex& a) { 

        return cuComplex(r*a.r - i*a.i, i*a.r + r*a.i); 

    }

    __device__ cuComplex operator+(const cuComplex& a) { 

        return cuComplex(r+a.r, i+a.i); 

    } 

};

__device__

__device__
__device__ __global__

#include "../common/book.h" 

#include "../common/cpu_bitmap.h"

#define DIM 1000
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struct cuComplex {

    float   r;

    float   i;

    cuComplex( float a, float b ) : r(a), i(b)  {}

    __device__ float magnitude2( void ) {

        return r * r + i * i;

    }

    __device__ cuComplex operator*(const cuComplex& a) {

        return cuComplex(r*a.r - i*a.i, i*a.r + r*a.i);

    }

    __device__ cuComplex operator+(const cuComplex& a) {

        return cuComplex(r+a.r, i+a.i);

    } 

};

__device__ int julia( int x, int y ) {

    const float scale = 1.5;

    float jx = scale * (float)(DIM/2 - x)/(DIM/2);

    float jy = scale * (float)(DIM/2 - y)/(DIM/2);

    cuComplex c(-0.8, 0.156);

    cuComplex a(jx, jy);

    int i = 0;

    for (i=0; i<200; i++) {

        a = a * a + c;

        if (a.magnitude2() > 1000)

            return 0;

    }

    return 1; 

}
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__global__ void kernel( unsigned char *ptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = blockIdx.x;

    int y = blockIdx.y;

    int offset = x + y * gridDim.x;

    // now calculate the value at that position

    int juliaValue = julia( x, y );

    ptr[offset*4 + 0] = 255 * juliaValue;

    ptr[offset*4 + 1] = 0;

    ptr[offset*4 + 2] = 0;

    ptr[offset*4 + 3] = 255; 

}

int main( void ) {

    CPUBitmap bitmap( DIM, DIM );

    unsigned char    *dev_bitmap;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap, 

                               bitmap.image_size() ) );

    dim3    grid(DIM,DIM);

    kernel<<<grid,1>>>( dev_bitmap );

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), dev_bitmap,

                              bitmap.image_size(),

                              cudaMemcpyDeviceToHost ) );

    bitmap.display_and_exit();

    HANDLE_ERROR( cudaFree( dev_bitmap ) ); 

}
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Figure 4.2 

blocks -
grid

blockIdx

gridDim
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Chapter 5

Thread Cooperation

-
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threads

blocks

threads

    add<<<N,1>>>( dev_a, dev_b, dev_c );

N/2 N/4
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N

    add<<<N,1>>>( dev _ a, dev _ b, dev _ c );

N

    add<<<1,N>>>( dev _ a, dev _ b, dev _ c );

    int tid = blockIdx.x;

    int tid = threadIdx.x;

-

#include "../common/book.h"

#define N   10

__global__ void add( int *a, int *b, int *c ) {

    int tid = threadIdx.x;

    if (tid < N)

        c[tid] = a[tid] + b[tid]; 

}
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int main( void ) {

    int a[N], b[N], c[N];

    int *dev_a, *dev_b, *dev_c;

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a, N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b, N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c, N * sizeof(int) ) );

   // fill the arrays ‘a’ and ‘b’ on the CPU

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i * i;

    }

    // copy the arrays ‘a’ and ‘b’ to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, 

                              a, 

                              N * sizeof(int), 

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, 

                              b, 

                              N * sizeof(int), 

                              cudaMemcpyHostToDevice ) );

    add<<<1,N>>>( dev_a, dev_b, dev_c );

    // copy the array ‘c’ back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( c, 

                              dev_c, 

                              N * sizeof(int), 

                              cudaMemcpyDeviceToHost ) );

    // display the results

    for (int i=0; i<N; i++) {

        printf( “%d + %d = %d\n”, a[i], b[i], c[i] );

    }
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    // free the memory allocated on the GPU

    cudaFree( dev_a );

    cudaFree( dev_b );

    cudaFree( dev_c );

    return 0; 

}

maxThreadsPerBlock
-

-

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

blockDim
-

blockDim.x gridDim
gridDim

blockDim
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    int offset = x + y * DIM;

DIM y
x  

tid = threadIdx.x + blockIdx.x * blockDim.x

N

N/128 N

N/128 N were 
N/128

Figure 5.1 
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N

ceil() (N+127)/128 N/128

N

    add<<< (N+127)/128, 128 >>>( dev _ a, dev _ b, dev _ c );

too many N

N

    if (tid < N)

        c[tid] = a[tid] + b[tid];

N/128
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__global__ void add( int *a, int *b, int *c ) {

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    while (tid < N) {

        c[tid] = a[tid] + b[tid];

        tid += blockDim.x * gridDim.x;

    }

}

original

void add( int *a, int *b, int *c ) {

    int tid = 0;    // this is CPU zero, so we start at zero

    while (tid < N) {

        c[tid] = a[tid] + b[tid];

        tid += 1;   // we have one CPU, so we increment by one

    } 

}

while()
-
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    int tid = threadIdx.x + blockIdx.x * blockDim.x;

blockDim.x * gridDim.x

    tid += blockDim.x * gridDim.x;

add<<<(N+127)/128,128>>>( dev_a, dev_b, dev_c )
(N+127)/128

    add<<<128,128>>>( dev _ a, dev _ b, dev _ c );

#include "../common/book.h"

#define N (33 * 1024)

__global__ void add( int *a, int *b, int *c ) {

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    while (tid < N) {

        c[tid] = a[tid] + b[tid];

        tid += blockDim.x * gridDim.x;

    } 

}
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int main( void ) {

    int a[N], b[N], c[N];

    int *dev_a, *dev_b, *dev_c;

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a, N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b, N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c, N * sizeof(int) ) );

    // fill the arrays ‘a’ and ‘b’ on the CPU

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i * i;

    }

    // copy the arrays 'a' and 'b' to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, 

                              a, 

                              N * sizeof(int), 

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, 

                              b, 

                              N * sizeof(int), 

                              cudaMemcpyHostToDevice ) );

    add<<<128,128>>>( dev_a, dev_b, dev_c );

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( c, 

                              dev_c, 

                              N * sizeof(int), 

                              cudaMemcpyDeviceToHost ) );

    // verify that the GPU did the work we requested

    bool success = true;

    for (int i=0; i<N; i++) {

        if ((a[i] + b[i]) != c[i]) {

            printf( “Error:  %d + %d != %d\n”, a[i], b[i], c[i] );

            success = false;
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       }

    }

    if (success)    printf( "We did it!\n" );

    // free the memory allocated on the GPU

    cudaFree( dev_a );

    cudaFree( dev_b );

    cudaFree( dev_c );

    return 0; 

}

struct DataBlock {

    unsigned char   *dev_bitmap;

    CPUAnimBitmap  *bitmap; 

};

// clean up memory allocated on the GPU 

void cleanup( DataBlock *d ) {

    cudaFree( d->dev_bitmap ); 

}

int main( void ) {

    DataBlock   data;

    CPUAnimBitmap  bitmap( DIM, DIM, &data );

    data.bitmap = &bitmap;
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    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_bitmap,

                              bitmap.image_size() ) );

    bitmap.anim_and_exit( (void (*)(void*,int))generate_frame,

                            (void (*)(void*))cleanup ); 

}

main()
CPUAnimBitmap
cudaMalloc()

cudaFree()

anim_and_exit() generate_frame()

void generate_frame( DataBlock *d, int ticks ) {

    dim3    blocks(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<blocks,threads>>>( d->dev_bitmap, ticks );

    HANDLE_ERROR( cudaMemcpy( d->bitmap->get_ptr(),

                              d->dev_bitmap,

                              d->bitmap->image_size(),

                              cudaMemcpyDeviceToHost ) ); 

}

blocks 
threads

blocks
threads

(x,y) -
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DIM DIM
DIM/16 DIM/16

Figure 5.2 
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    kernel<<< blocks,threads>>>( d->dev _ bitmap, ticks );

main()

ticks
generate_frame() CPUAnimBitmap, 

__global__ void kernel( unsigned char *ptr, int ticks ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    // now calculate the value at that position

    float fx = x - DIM/2;

    float fy = y - DIM/2;

    float d = sqrtf( fx * fx + fy * fy );
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    unsigned char grey = (unsigned char)(128.0f + 127.0f *

                                         cos(d/10.0f - ticks/7.0f) /

                                         (d/10.0f + 1.0f));    

    ptr[offset*4 + 0] = grey;

    ptr[offset*4 + 1] = grey;

    ptr[offset*4 + 2] = grey;

    ptr[offset*4 + 3] = 255; 

}

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

(x,y)
(3, 5) (12, 8)

(3, 5)

x y

x y

    int offset = x + y * blockDim.x * gridDim.x;

(x,y)
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(x,y,t)

    float fx = x - DIM/2;

    float fy = y - DIM/2;

    float d = sqrtf( fx * fx + fy * fy );

    unsigned char grey = (unsigned char)(128.0f + 127.0f *

                                         cos(d/10.0f - ticks/7.0f) /

                                         (d/10.0f + 1.0f));

grey

Figure 5.3 
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shared memory

__device__ __global__ -
__shared__
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DOT PRODUCT

inner product

Equation 5.1 

-

#include "../common/book.h"

#define imin(a,b) (a<b?a:b)

const int N = 33 * 1024;

const int threadsPerBlock = 256;

__global__ void dot( float *a, float *b, float *c ) {

    __shared__ float cache[threadsPerBlock];

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    int cacheIndex = threadIdx.x;
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    float   temp = 0;

    while (tid < N) {

        temp += a[tid] * b[tid];

        tid += blockDim.x * gridDim.x;

    }

    

    // set the cache values

    cache[cacheIndex] = temp;

cache
why we 

-

static volatile

    __shared__ float cache[threadsPerBlock];

threadsPerBlock

threadsPerBlock

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    int cacheIndex = threadIdx.x;

tid
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    // set the cache values

    cache[cacheIndex] = temp;

a
b

    float   temp = 0;

    while (tid < N) {

        temp += a[tid] * b[tid];

        tid += blockDim.x * gridDim.x;

    }

    

    // set the cache values

    cache[cacheIndex] = temp;

-

cache[]

    // synchronize threads in this block

    __syncthreads();

__syncthreads()
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__syncthreads(), 

__syncthreads()

reduction

cache[]
cache[]

log2(threadsPerBlock)
cache[] -

cache[]

    // for reductions, threadsPerBlock must be a power of 2

    // because of the following code

    int i = blockDim.x/2;

    while (i != 0) {

        if (cacheIndex < i)

            cache[cacheIndex] += cache[cacheIndex + i];

        __syncthreads();

        i /= 2;

    }
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Figure 5.4 

i threadsPerBlock

cache[] i
if(cacheIndex < i)

cache[] i, 
cache[]

cache[] i

cache[] cache[]
__syncthreads()

while()
cache[]

    if (cacheIndex == 0)

        c[blockIdx.x] = cache[0]; 

}
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cacheIndex == 0

-

cacheIndex  cache[0
c[]

blockIdx

c[]

c[]

reduction

c[]

main()

const int blocksPerGrid =

            imin( 32, (N+threadsPerBlock-1) / threadsPerBlock );

int main( void ) {

    float   *a, *b, c, *partial_c;

    float   *dev_a, *dev_b, *dev_partial_c;
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    // allocate memory on the CPU side

    a = new float[N];

    b = new float[N];

    partial_c = new float[blocksPerGrid];

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              N*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b,

                              N*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_partial_c,

                              blocksPerGrid*sizeof(float) ) );

    // fill in the host memory with data

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i*2;

    }

    // copy the arrays 'a' and 'b' to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, a, N*sizeof(float),

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, b, N*sizeof(float),

                              cudaMemcpyHostToDevice ) ); 

    dot<<<blocksPerGrid,threadsPerBlock>>>( dev_a, 

                                            dev_b, 

                                            dev_partial_c );

a[] b[]
cudaMemcpy()
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N N

threadsPerBlock N

threadsPerBlock N
(N+(threadsPerBlock-1)) / threadsPerBlock

 

(N+(threadsPerBlock-1)) / threadsPerBlock

    const int blocksPerGrid =

            imin( 32, (N+threadsPerBlock-1) / threadsPerBlock );

main()

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( partial_c, dev_partial_c,

                              blocksPerGrid*sizeof(float),

                              cudaMemcpyDeviceToHost ) );
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    // finish up on the CPU side

    c = 0;

    for (int i=0; i<blocksPerGrid; i++) {

        c += partial_c[i];

    }

a[]
N-1 b[] 2*a[]

    // fill in the host memory with data

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i*2;

    }

N-1

main()

    #define sum_squares(x)  (x*(x+1)*(2*x+1)/6)

    printf( "Does GPU value %.6g = %.6g?\n", c,

             2 * sum_squares( (float)(N - 1) ) );

    // free memory on the GPU side

    cudaFree( dev_a );

    cudaFree( dev_b );

    cudaFree( dev_partial_c );

    // free memory on the CPU side

    delete [] a;

    delete [] b;

    delete [] partial_c; 

}
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#include "../common/book.h"

#define imin(a,b) (a<b?a:b)

const int N = 33 * 1024; 

const int threadsPerBlock = 256; 

const int blocksPerGrid =

            imin( 32, (N+threadsPerBlock-1) / threadsPerBlock );

__global__ void dot( float *a, float *b, float *c ) {

    __shared__ float cache[threadsPerBlock];

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    int cacheIndex = threadIdx.x;

    float   temp = 0;

    while (tid < N) {

        temp += a[tid] * b[tid];

        tid += blockDim.x * gridDim.x;

    }

    // set the cache values

    cache[cacheIndex] = temp;

    

    // synchronize threads in this block

    __syncthreads();

    // for reductions, threadsPerBlock must be a power of 2

    // because of the following code

    int i = blockDim.x/2;

    while (i != 0) {

        if (cacheIndex < i)

            cache[cacheIndex] += cache[cacheIndex + i];

        __syncthreads();

        i /= 2;

    }
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    if (cacheIndex == 0)

        c[blockIdx.x] = cache[0]; 

}

int main( void ) {

    float   *a, *b, c, *partial_c;

    float   *dev_a, *dev_b, *dev_partial_c;

    // allocate memory on the CPU side

    a = (float*)malloc( N*sizeof(float) );

    b = (float*)malloc( N*sizeof(float) );

    partial_c = (float*)malloc( blocksPerGrid*sizeof(float) );

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              N*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b,

                              N*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_partial_c,

                              blocksPerGrid*sizeof(float) ) );

    // fill in the host memory with data

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i*2;

    }

    // copy the arrays ‘a’ and ‘b’ to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, a, N*sizeof(float),

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, b, N*sizeof(float),

                              cudaMemcpyHostToDevice ) ); 
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    dot<<<blocksPerGrid,threadsPerBlock>>>( dev_a, dev_b,

                                            dev_partial_c );

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( partial_c, dev_partial_c,

                              blocksPerGrid*sizeof(float),

                              cudaMemcpyDeviceToHost ) );

   // finish up on the CPU side

    c = 0;

    for (int i=0; i<blocksPerGrid; i++) {

        c += partial_c[i];

    }

    #define sum_squares(x)  (x*(x+1)*(2*x+1)/6)

    printf( “Does GPU value %.6g = %.6g?\n”, c,

             2 * sum_squares( (float)(N - 1) ) );

    // free memory on the GPU side

    cudaFree( dev_a );

    cudaFree( dev_b );

    cudaFree( dev_partial_c );

    // free memory on the CPU side

    free( a );

    free( b );

    free( partial_c ); 

}

__syncthreads()

__syncthreads()
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cache[]

    int i = blockDim.x/2;

    while (i != 0) {

        if (cacheIndex < i)

            cache[cacheIndex] += cache[cacheIndex + i];

        __syncthreads();

        i /= 2;

    }

cache[] cacheIndex
i cacheIndex threadIdx.x

some
__syncthreads

-

if()

    int i = blockDim.x/2;

    while (i != 0) {

        if (cacheIndex < i) {

            cache[cacheIndex] += cache[cacheIndex + i];

            __syncthreads();

        }

        i /= 2;

    }
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if()

    int myVar = 0;

    if( threadIdx.x % 2 )

        myVar = threadIdx.x;

if( threadIdx.x % 2 )

thread divergence

__syncthreads()
no thread

__syncthreads() every
__syncthreads() __syncthreads()

never __syncthreads()
__syncthreads()

__syncthreads() if() cacheIndex
i will never __syncthreads() -

        if (cacheIndex < i) {

            cache[cacheIndex] += cache[cacheIndex + i];

            __syncthreads();

        }
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__syncthreads()

__syncthreads()  
 

__syncthreads()
__syncthreads()

__syncthreads()

main()

#include "cuda.h" 

#include "../common/book.h" 

#include "../common/cpu_bitmap.h"

#define DIM 1024 

#define PI 3.1415926535897932f

int main( void ) {

    CPUBitmap bitmap( DIM, DIM );

    unsigned char    *dev_bitmap;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap,

                              bitmap.image_size() ) );

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( dev_bitmap );
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    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), dev_bitmap,

                              bitmap.image_size(),

                              cudaMemcpyDeviceToHost ) );

    bitmap.display_and_exit();

    cudaFree( dev_bitmap ); 

}

x
y tid -

__global__ void kernel( unsigned char *ptr ) {

    // map from threadIdx/blockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    __shared__ float    shared[16][16];

    // now calculate the value at that position

    const float period = 128.0f;

    shared[threadIdx.x][threadIdx.y] =

            255 * (sinf(x*2.0f*PI/ period) + 1.0f) *

                  (sinf(y*2.0f*PI/ period) + 1.0f) / 4.0f;
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x
y

    ptr[offset*4 + 0] = 0;

    ptr[offset*4 + 1] = shared[15-threadIdx.x][15-threadIdx.y];

    ptr[offset*4 + 2] = 0;

    ptr[offset*4 + 3] = 255; 

}

shared[][]
shared[][]

__syncthreads()

Figure 5.5 
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    shared[threadIdx.x][threadIdx.y] =

            255 * (sinf(x*2.0f*PI/ period) + 1.0f) *

                  (sinf(y*2.0f*PI/ period) + 1.0f) / 4.0f;

    __syncthreads();

    ptr[offset*4 + 0] = 0;

    ptr[offset*4 + 1] = shared[15-threadIdx.x][15-threadIdx.y];

    ptr[offset*4 + 2] = 0;

    ptr[offset*4 + 3] = 255; 

}

__syncthreads()

Figure 5.6 
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threads

reduction
-

-
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Chapter 6

Constant Memory 
and Events

constant memory

-
events
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constant memory

RAY TRACING INTRODUCTION

ray tracing
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rasterization -

from

Figure 6.1 
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-

will

(x, y, z) radius (r, b, g)

 Download from www.wowebook.com



ptg

CONSTANT MEMORY

99

#define INF     2e10f

struct Sphere {

    float   r,b,g;

    float   radius;

    float   x,y,z;

    __device__ float hit( float ox, float oy, float *n ) {

        float dx = ox - x;

        float dy = oy - y;

        if (dx*dx + dy*dy < radius*radius) {

            float dz = sqrtf( radius*radius - dx*dx - dy*dy );

            *n = dz / sqrtf( radius * radius );

            return dz + z;

        }

        return -INF;

    } 

};

hit( float ox, 
float oy, float *n ) (ox, oy)

does

main()

#include "cuda.h" 

#include "../common/book.h" 

#include "../common/cpu_bitmap.h"

#define rnd( x ) (x * rand() / RAND_MAX) 

#define SPHERES 20

Sphere  *s;
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int main( void ) {

    // capture the start time

    cudaEvent_t     start, stop;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    CPUBitmap bitmap( DIM, DIM );

    unsigned char   *dev_bitmap;

    // allocate memory on the GPU for the output bitmap

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap,

                              bitmap.image_size() ) );

    // allocate memory for the Sphere dataset

    HANDLE_ERROR( cudaMalloc( (void**)&s,

                              sizeof(Sphere) * SPHERES ) );

cudaMalloc() and a malloc()

    // allocate temp memory, initialize it, copy to

    // memory on the GPU, and then free our temp memory

    Sphere *temp_s = (Sphere*)malloc( sizeof(Sphere) * SPHERES );

    for (int i=0; i<SPHERES; i++) {

        temp_s[i].r = rnd( 1.0f );

        temp_s[i].g = rnd( 1.0f );

        temp_s[i].b = rnd( 1.0f );

        temp_s[i].x = rnd( 1000.0f ) - 500;

        temp_s[i].y = rnd( 1000.0f ) - 500;

        temp_s[i].z = rnd( 1000.0f ) - 500;

        temp_s[i].radius = rnd( 100.0f ) + 20;

    }
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#define

cudaMemcpy()

    HANDLE_ERROR( cudaMemcpy( s, temp_s,

                                sizeof(Sphere) * SPHERES,

                                cudaMemcpyHostToDevice ) );

    free( temp_s );

    // generate a bitmap from our sphere data

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( dev_bitmap );

    // copy our bitmap back from the GPU for display

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), dev_bitmap,

                              bitmap.image_size(),

                              cudaMemcpyDeviceToHost ) );

    bitmap.display_and_exit();

    // free our memory

    cudaFree( dev_bitmap );

    cudaFree( s ); 

}
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x y
offset

(x,y) DIM/2

__global__ void kernel( unsigned char *ptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    float   ox = (x - DIM/2);

    float   oy = (y - DIM/2);

    float   r=0, g=0, b=0;

    float   maxz = -INF;

    for(int i=0; i<SPHERES; i++) {

        float   n;

        float   t = s[i].hit( ox, oy, &n );

        if (t > maxz) {

            float fscale = n;

            r = s[i].r * fscale;

            g = s[i].g * fscale;

            b = s[i].b * fscale;

        }

    } 

for()
hit() -
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    ptr[offset*4 + 0] = (int)(r * 255);

    ptr[offset*4 + 1] = (int)(g * 255);

    ptr[offset*4 + 2] = (int)(b * 255);

    ptr[offset*4 + 3] = 255; 

}

r, b g r, b g

Figure 6.2  
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    Sphere  *s;

__constant__

    __constant__ Sphere s[SPHERES];

cudaMalloc()

cudaMalloc()
cudaFree()

main()

int main( void ) {

    CPUBitmap bitmap( DIM, DIM );

    unsigned char   *dev_bitmap;

    // allocate memory on the GPU for the output bitmap

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap,

                              bitmap.image_size() ) );
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    // allocate temp memory, initialize it, copy to constant

    // memory on the GPU, and then free our temp memory

    Sphere *temp_s = (Sphere*)malloc( sizeof(Sphere) * SPHERES );

    for (int i=0; i<SPHERES; i++) {

        temp_s[i].r = rnd( 1.0f );

        temp_s[i].g = rnd( 1.0f );

        temp_s[i].b = rnd( 1.0f );

        temp_s[i].x = rnd( 1000.0f ) - 500;

        temp_s[i].y = rnd( 1000.0f ) - 500;

        temp_s[i].z = rnd( 1000.0f ) - 500;

        temp_s[i].radius = rnd( 100.0f ) + 20;

    }

    HANDLE_ERROR( cudaMemcpyToSymbol( s, temp_s, 

                                      sizeof(Sphere) * SPHERES) );

    free( temp_s );

    // generate a bitmap from our sphere data

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( dev_bitmap );

    // copy our bitmap back from the GPU for display

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), dev_bitmap,

                              bitmap.image_size(),

                              cudaMemcpyDeviceToHost ) );

    bitmap.display_and_exit();

    // free our memory

    cudaFree( dev_bitmap ); 

}

main()
cudaMalloc()
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    HANDLE_ERROR( cudaMemcpyToSymbol( s, temp_s, 

                                sizeof(Sphere) * SPHERES ) );

cudaMemcpy()

cudaMemcpyToSymbol() cudaMemcpy() cudaMemcpyHostToDevice
cudaMemcpyToSymbol()

cudaMemcpy()

__constant__ main()

__constant__

nearby
warp Star 

Trek

threads warp

 Download from www.wowebook.com



ptg

CONSTANT MEMORY

107

-

-
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event

cudaEvent_t start; 

cudaEventCreate(&start); 

cudaEventRecord( start, 0 );

start, we 

streams
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cudaEvent_t start, stop; 

cudaEventCreate(&start); 

cudaEventCreate(&stop); 

cudaEventRecord( start, 0 );

// do some work on the GPU

cudaEventRecord( stop, 0 );

asynchronous

cudaEventRecord()

cudaEventRecord() stop
read

stop
stop

cudaEventSynchronize()

cudaEvent_t start, stop; 

cudaEventCreate(&start); 

cudaEventCreate(&stop); 

cudaEventRecord( start, 0 );

// do some work on the GPU

cudaEventRecord( stop, 0 ); 

cudaEventSynchronize( stop );

stop cudaEventSynchronize() 
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stop
stop

not

int main( void ) {

    // capture the start time

    cudaEvent_t     start, stop;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    CPUBitmap bitmap( DIM, DIM );

    unsigned char   *dev_bitmap;

    // allocate memory on the GPU for the output bitmap

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap,

                              bitmap.image_size() ) );

    // allocate memory for the Sphere dataset

    HANDLE_ERROR( cudaMalloc( (void**)&s,

                              sizeof(Sphere) * SPHERES ) );

    // allocate temp memory, initialize it, copy to

    // memory on the GPU, and then free our temp memory

    Sphere *temp_s = (Sphere*)malloc( sizeof(Sphere) * SPHERES );

    for (int i=0; i<SPHERES; i++) {

        temp_s[i].r = rnd( 1.0f );

        temp_s[i].g = rnd( 1.0f );

        temp_s[i].b = rnd( 1.0f );

        temp_s[i].x = rnd( 1000.0f ) - 500;
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        temp_s[i].y = rnd( 1000.0f ) - 500;

        temp_s[i].z = rnd( 1000.0f ) - 500;

        temp_s[i].radius = rnd( 100.0f ) + 20;

    }

    HANDLE_ERROR( cudaMemcpy( s, temp_s,

                                sizeof(Sphere) * SPHERES,

                                cudaMemcpyHostToDevice ) );

    free( temp_s );

    // generate a bitmap from our sphere data

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( s, dev_bitmap );

    // copy our bitmap back from the GPU for display

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), dev_bitmap,

                              bitmap.image_size(),

                              cudaMemcpyDeviceToHost ) );

    // get stop time, and display the timing results

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time to generate:  %3.1f ms\n", elapsedTime );

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    // display

    bitmap.display_and_exit();

    // free our memory

    cudaFree( dev_bitmap );

    cudaFree( s ); 

}
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cudaEventElapsedTime() cudaEventDestroy()
cudaEventElapsedTime()

cudaEventDestroy()
cudaEventCreate()

free() malloc()
cudaEventCreate()

cudaEventDestroy()

int main( void ) {

    // capture the start time

    cudaEvent_t     start, stop;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    CPUBitmap bitmap( DIM, DIM );

    unsigned char   *dev_bitmap;

    // allocate memory on the GPU for the output bitmap

    HANDLE_ERROR( cudaMalloc( (void**)&dev_bitmap,

                              bitmap.image_size() ) );

    // allocate temp memory, initialize it, copy to constant

    // memory on the GPU, and then free our temp memory

   Sphere *temp_s = (Sphere*)malloc( sizeof(Sphere) * SPHERES );

    for (int i=0; i<SPHERES; i++) {

        temp_s[i].r = rnd( 1.0f );

        temp_s[i].g = rnd( 1.0f );

        temp_s[i].b = rnd( 1.0f );

        temp_s[i].x = rnd( 1000.0f ) - 500;
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       temp_s[i].y = rnd( 1000.0f ) - 500;

       temp_s[i].z = rnd( 1000.0f ) - 500;

       temp_s[i].radius = rnd( 100.0f ) + 20;

    }

    HANDLE_ERROR( cudaMemcpyToSymbol( s, temp_s, 

                                      sizeof(Sphere) * SPHERES) );

    free( temp_s );

    // generate a bitmap from our sphere data

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( dev_bitmap );

    // copy our bitmap back from the GPU for display

    HANDLE_ERROR( cudaMemcpy( bitmap.get_ptr(), dev_bitmap,

                              bitmap.image_size(),

                              cudaMemcpyDeviceToHost ) );

    // get stop time, and display the timing results

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time to generate:  %3.1f ms\n", elapsedTime );

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    // display

    bitmap.display_and_exit();

    // free our memory

    cudaFree( dev_bitmap ); 

}
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-
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Chapter 7

Texture Memory

texture memory
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texture memory

spatial locality

Thread 0 

Thread 1 

Thread 2 

Thread 3

Figure 7.1 
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-

-

Figure 7.2 
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Figure 7.3 

-

Equation 7.1

k -
k will 

k TOLD

Equation 7.2
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COMPUTING TEMPERATURE UPDATES

copy_const_kernel()

blend_kernel()

-

-

__global__ void copy_const_kernel( float *iptr,

                                   const float *cptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    if (cptr[offset] != 0)  iptr[offset] = cptr[offset];    

}
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threadIdx blockIdx x y
offset

cptr[]
iptr[]

cptr[]

__global__ void blend_kernel( float *outSrc,

                              const float *inSrc ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    int left = offset - 1;

    int right = offset + 1;

    if (x == 0)   left++;

    if (x == DIM-1) right--; 

    int top = offset - DIM;

    int bottom = offset + DIM;

    if (y == 0)   top += DIM;

    if (y == DIM-1) bottom -= DIM;

    outSrc[offset] = inSrc[offset] + SPEED * ( inSrc[top] +

                     inSrc[bottom] + inSrc[left] + inSrc[right] -

                     inSrc[offset]*4);

}
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Notice that we start exactly as we did for the examples that produced images as 
their output. However, instead of computing the color of a pixel, the threads are 
computing temperatures of simulation grid cells. Nevertheless, they start by 
converting their threadIdx and blockIdx into an x, y, and offset. You might 
be able to recite these lines in your sleep by now (although for your sake, we hope 
you aren’t actually reciting them in your sleep).

Next, we determine the offsets of our left, right, top, and bottom neighbors so 
that we can read the temperatures of those cells. We will need those values to 
compute the updated temperature in the current cell. The only complication here 
is that we need to adjust indices on the border so that cells around the edges 
do not wrap around. Finally, in the highlighted line, we perform the update from 
Equation 7.2, adding the old temperature and the scaled differences of that 
temperature and the cell’s neighbors’ temperatures.

7.3.3 ANIMATING THE SIMULATION

The remainder of the code primarily sets up the grid and then displays an 
animated output of the heat map. We will walk through that code now:

#include "cuda.h" 

#include "../common/book.h" 

#include "../common/cpu_anim.h"

#define DIM 1024 

#define PI 3.1415926535897932f 

#define MAX_TEMP 1.0f 

#define MIN_TEMP 0.0001f 

#define SPEED   0.25f

// globals needed by the update routine 

struct DataBlock {

    unsigned char   *output_bitmap;

    float           *dev_inSrc;

    float           *dev_outSrc;

    float           *dev_constSrc;

    CPUAnimBitmap   *bitmap;
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    cudaEvent_t     start, stop;

    float           totalTime;

    float           frames; 

};

void anim_gpu( DataBlock *d, int ticks ) {

    HANDLE_ERROR( cudaEventRecord( d->start, 0 ) );

    dim3    blocks(DIM/16,DIM/16);

    dim3    threads(16,16);

    CPUAnimBitmap  *bitmap = d->bitmap;

    for (int i=0; i<90; i++) {

        copy_const_kernel<<<blocks,threads>>>( d->dev_inSrc,

                                               d->dev_constSrc );

        blend_kernel<<<blocks,threads>>>( d->dev_outSrc,

                                          d->dev_inSrc );

        swap( d->dev_inSrc, d->dev_outSrc );

    }

    float_to_color<<<blocks,threads>>>( d->output_bitmap,

                                        d->dev_inSrc );

    HANDLE_ERROR( cudaMemcpy( bitmap->get_ptr(),

                              d->output_bitmap,

                              bitmap->image_size(),

                              cudaMemcpyDeviceToHost ) );

    HANDLE_ERROR( cudaEventRecord( d->stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( d->stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        d->start, d->stop ) );

    d->totalTime += elapsedTime;

    ++d->frames;

    printf( "Average Time per frame:  %3.1f ms\n",

            d->totalTime/d->frames  ); 

}
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void anim_exit( DataBlock *d ) {

    cudaFree( d->dev_inSrc );

    cudaFree( d->dev_outSrc );

    cudaFree( d->dev_constSrc );

    HANDLE_ERROR( cudaEventDestroy( d->start ) );

    HANDLE_ERROR( cudaEventDestroy( d->stop ) ); 

}

-

anim_gpu()
DataBlock

ticks

for() anim_gpu()

DataBlock

anim_gpu() ticks

anim_gpu()

for()
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float_to_color()
cudaMemcpy()

cudaMemcpyDeviceToHost

int main( void ) {

    DataBlock   data;

    CPUAnimBitmap bitmap( DIM, DIM, &data );

    data.bitmap = &bitmap;

    data.totalTime = 0;

    data.frames = 0;

    HANDLE_ERROR( cudaEventCreate( &data.start ) );

    HANDLE_ERROR( cudaEventCreate( &data.stop ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.output_bitmap,

                               bitmap.image_size() ) );

    // assume float == 4 chars in size (i.e., rgba)

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_inSrc,

                              bitmap.image_size() ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_outSrc,

                              bitmap.image_size() ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_constSrc,

                              bitmap.image_size() ) );

   float *temp = (float*)malloc( bitmap.image_size() );

   for (int i=0; i<DIM*DIM; i++) {

        temp[i] = 0;

        int x = i % DIM;

        int y = i / DIM;

        if ((x>300) && (x<600) && (y>310) && (y<601))

            temp[i] = MAX_TEMP;

    }

 Download from www.wowebook.com



ptg

LLL   EEE    TTTRRRAAANNNSSS    

125

7.3 SSSIIIMMMUUU   AAATTTIIINNNGGG   HHH   AAATTT   FFFEEERRR

    temp[DIM*100+100] = (MAX_TEMP + MIN_TEMP)/2;

    temp[DIM*700+100] = MIN_TEMP;

    temp[DIM*300+300] = MIN_TEMP;

    temp[DIM*200+700] = MIN_TEMP;

    for (int y=800; y<900; y++) {

        for (int x=400; x<500; x++) {

            temp[x+y*DIM] = MIN_TEMP;

        }

    }

    HANDLE_ERROR( cudaMemcpy( data.dev_constSrc, temp,

                              bitmap.image_size(),

                              cudaMemcpyHostToDevice ) );    

    for (int y=800; y<DIM; y++) {

        for (int x=0; x<200; x++) {

            temp[x+y*DIM] = MAX_TEMP;

        }

    }

    HANDLE_ERROR( cudaMemcpy( data.dev_inSrc, temp,

                              bitmap.image_size(),

                              cudaMemcpyHostToDevice ) );

    free( temp );

    bitmap.anim_and_exit( (void (*)(void*,int))anim_gpu,

                           (void (*)(void*))anim_exit ); 

}

Figure 7.4 shows an example of what the output might look like. You will notice in 
the image some of the “heaters” that appear to be pixel-sized islands that disrupt 
the continuity of the temperature distribution.

7.3.4 USING TEXTURE MEMORY

There is a considerable amount of spatial locality in the memory access pattern 
required to perform the temperature update in each step. As we explained 
previously, this is exactly the type of access pattern that GPU texture memory is 
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-

// these exist on the GPU side 

texture<float>  texConstSrc; 

texture<float>  texIn; 

texture<float>  texOut;

bind
cudaBindTexture()

Figure 7.4 
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texConstSrc, texIn
texOut

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_inSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_outSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_constSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaBindTexture( NULL, texConstSrc,

                                   data.dev_constSrc,

                                   imageSize ) );

    HANDLE_ERROR( cudaBindTexture( NULL, texIn,

                                   data.dev_inSrc,

                                   imageSize ) );

    HANDLE_ERROR( cudaBindTexture( NULL, texOut,

                                   data.dev_outSrc,

                                   imageSize ) );

blend_kernel()
tex1Dfetch()

-
tex1Dfetch()

blend_kernel()
tex1Dfetch()

blend_kernel() dstOut
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blend_kernel() are 

__global__ void blend_kernel( float *dst,

                              bool dstOut ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    int left = offset - 1;

    int right = offset + 1;

    if (x == 0)   left++;

    if (x == DIM-1) right--; 

    int top = offset - DIM;

    int bottom = offset + DIM;

    if (y == 0)   top += DIM;

    if (y == DIM-1) bottom -= DIM;

    float   t, l, c, r, b;

    if (dstOut) {

        t = tex1Dfetch(texIn,top);

        l = tex1Dfetch(texIn,left);

        c = tex1Dfetch(texIn,offset);

        r = tex1Dfetch(texIn,right);

        b = tex1Dfetch(texIn,bottom);

   } else {

        t = tex1Dfetch(texOut,top);

        l = tex1Dfetch(texOut,left);

        c = tex1Dfetch(texOut,offset);

        r = tex1Dfetch(texOut,right);

        b = tex1Dfetch(texOut,bottom);

    }

    dst[offset] = c + SPEED * (t + b + r + l - 4 * c); 

}
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copy_const_kernel()

__global__ void copy_const_kernel( float *iptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    float c = tex1Dfetch(texConstSrc,offset);

    if (c != 0)

        iptr[offset] = c; 

}

blend_kernel()

anim_gpu() dstOut = 
!dstOut

void anim_gpu( DataBlock *d, int ticks ) {

    HANDLE_ERROR( cudaEventRecord( d->start, 0 ) );

    dim3    blocks(DIM/16,DIM/16);

    dim3    threads(16,16);

    CPUAnimBitmap  *bitmap = d->bitmap;

    // since tex is global and bound, we have to use a flag to

    // select which is in/out per iteration

    volatile bool dstOut = true;

    for (int i=0; i<90; i++) {

        float   *in, *out;

        if (dstOut) {

            in  = d->dev_inSrc;

            out = d->dev_outSrc;
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        } else {

            out = d->dev_inSrc;

            in  = d->dev_outSrc;

        }

        copy_const_kernel<<<blocks,threads>>>( in );

        blend_kernel<<<blocks,threads>>>( out, dstOut );

        dstOut = !dstOut;

    }

    float_to_color<<<blocks,threads>>>( d->output_bitmap,

                                        d->dev_inSrc );

    HANDLE_ERROR( cudaMemcpy( bitmap->get_ptr(),

                              d->output_bitmap,

                              bitmap->image_size(),

                              cudaMemcpyDeviceToHost ) );

    HANDLE_ERROR( cudaEventRecord( d->stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( d->stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        d->start, d->stop ) );

    d->totalTime += elapsedTime;

    ++d->frames;

    printf( "Average Time per frame:  %3.1f ms\n",

            d->totalTime/d->frames  ); 

}
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7.3 SSSIIIMMMUUU   AAATTTIIINNNGGG   HHH   AAATTT   FFFEEERRR

// clean up memory allocated on the GPU 

void anim_exit( DataBlock *d ) {

    cudaUnbindTexture( texIn );

    cudaUnbindTexture( texOut );

    cudaUnbindTexture( texConstSrc );

    cudaFree( d->dev_inSrc );

    cudaFree( d->dev_outSrc );

    cudaFree( d->dev_constSrc );

    HANDLE_ERROR( cudaEventDestroy( d->start ) );

    HANDLE_ERROR( cudaEventDestroy( d->stop ) ); 

}

7.3.5 USING TWO-DIMENSIONAL TEXTURE MEMORY

Toward the beginning of this book, we mentioned how some problems have two-
dimensional domains, and therefore it can be convenient to use two-dimensional 
blocks and grids at times. The same is true for texture memory. There are many 
cases when having a two-dimensional memory region can be useful, a claim that 
should come as no surprise to anyone familiar with multidimensional arrays in 
standard C. Let’s look at how we can modify our heat transfer application to use 
two-dimensional textures.

First, our texture reference declarations change. If unspecified, texture refer-
ences are one-dimensional by default, so we add a dimensionality argument of 2 
in order to declare two-dimensional textures.

texture<float,2>  texConstSrc; 

texture<float,2>  texIn; 

texture<float,2>  texOut;

The simplification promised by converting to two-dimensional textures comes in 
the blend_kernel() method. Although we need to change our tex1Dfetch() 
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tex2D() offset
top, left, right bottom

x y

tex2D() x y tex2D()
tex2D()

__global__ void blend_kernel( float *dst,

                              bool dstOut ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    float   t, l, c, r, b;

    if (dstOut) {

        t = tex2D(texIn,x,y-1);

        l = tex2D(texIn,x-1,y);

        c = tex2D(texIn,x,y);

        r = tex2D(texIn,x+1,y);

        b = tex2D(texIn,x,y+1);

    } else {

        t = tex2D(texOut,x,y-1);

        l = tex2D(texOut,x-1,y);

        c = tex2D(texOut,x,y);

        r = tex2D(texOut,x+1,y);

        b = tex2D(texOut,x,y+1);

    }

    dst[offset] = c + SPEED * (t + b + r + l - 4 * c); 

}
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tex1Dfetch() tex2D()
copy_const_kernel()

blend_kernel() offset
x y

__global__ void copy_const_kernel( float *iptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    float c = tex2D(texConstSrc,x,y);

    if (c != 0)

        iptr[offset] = c; 

}

main()

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_inSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_outSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_constSrc,

                              imageSize ) );

    cudaChannelFormatDesc desc = cudaCreateChannelDesc<float>();

    HANDLE_ERROR( cudaBindTexture2D( NULL, texConstSrc,

                                   data.dev_constSrc,

                                   desc, DIM, DIM,

                                   sizeof(float) * DIM ) );
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    HANDLE_ERROR( cudaBindTexture2D( NULL, texIn,

                                   data.dev_inSrc,

                                   desc, DIM, DIM,

                                   sizeof(float) * DIM ) );

    HANDLE_ERROR( cudaBindTexture2D( NULL, texOut,

                                   data.dev_outSrc,

                                   desc, DIM, DIM,

                                   sizeof(float) * DIM ) );

cudaChannelFormatDesc

cudaBindTexture2D()
DIM DIM desc

main()

int main( void ) {

    DataBlock   data;

    CPUAnimBitmap bitmap( DIM, DIM, &data );

    data.bitmap = &bitmap;

    data.totalTime = 0;

    data.frames = 0;

    HANDLE_ERROR( cudaEventCreate( &data.start ) );

    HANDLE_ERROR( cudaEventCreate( &data.stop ) );

    int imageSize = bitmap.image_size();

    HANDLE_ERROR( cudaMalloc( (void**)&data.output_bitmap,

                               imageSize ) );
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    // assume float == 4 chars in size (i.e., rgba)

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_inSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_outSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_constSrc,

                              imageSize ) );

    cudaChannelFormatDesc desc = cudaCreateChannelDesc<float>();

    HANDLE_ERROR( cudaBindTexture2D( NULL, texConstSrc,

                                   data.dev_constSrc,

                                   desc, DIM, DIM,

                                   sizeof(float) * DIM ) );

    HANDLE_ERROR( cudaBindTexture2D( NULL, texIn,

                                   data.dev_inSrc,

                                   desc, DIM, DIM,

                                   sizeof(float) * DIM ) );

    HANDLE_ERROR( cudaBindTexture2D( NULL, texOut,

                                   data.dev_outSrc,

                                   desc, DIM, DIM,

                                   sizeof(float) * DIM ) );

    // initialize the constant data

    float *temp = (float*)malloc( imageSize );

    for (int i=0; i<DIM*DIM; i++) {

        temp[i] = 0;

        int x = i % DIM;

        int y = i / DIM;

        if ((x>300) && (x<600) && (y>310) && (y<601))

            temp[i] = MAX_TEMP;

    }
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    temp[DIM*100+100] = (MAX_TEMP + MIN_TEMP)/2;

    temp[DIM*700+100] = MIN_TEMP;

    temp[DIM*300+300] = MIN_TEMP;

    temp[DIM*200+700] = MIN_TEMP;

    for (int y=800; y<900; y++) {

        for (int x=400; x<500; x++) {

            temp[x+y*DIM] = MIN_TEMP;

        }

    }

    HANDLE_ERROR( cudaMemcpy( data.dev_constSrc, temp,

                              imageSize,

                              cudaMemcpyHostToDevice ) );    

    // initialize the input data

    for (int y=800; y<DIM; y++) {

        for (int x=0; x<200; x++) {

            temp[x+y*DIM] = MAX_TEMP;

        }

    }

    HANDLE_ERROR( cudaMemcpy( data.dev_inSrc, temp,

                              imageSize,

                              cudaMemcpyHostToDevice ) );

    free( temp );

    bitmap.anim_and_exit( (void (*)(void*,int))anim_gpu,

                           (void (*)(void*))anim_exit ); 

}

cudaUnbindTexture()

// clean up memory allocated on the GPU 

void anim_exit( DataBlock *d ) {

    cudaUnbindTexture( texIn );

    cudaUnbindTexture( texOut );
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    cudaUnbindTexture( texConstSrc );

    cudaFree( d->dev_inSrc );

    cudaFree( d->dev_outSrc );

    cudaFree( d->dev_constSrc );

    HANDLE_ERROR( cudaEventDestroy( d->start ) );

    HANDLE_ERROR( cudaEventDestroy( d->stop ) ); 

}

-

-

-

-
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Chapter 8

Graphics 
Interoperability

and

-

-
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graphics interoperability 

#define GL_GLEXT_PROTOTYPES 

#include "GL/glut.h" 

#include "cuda.h" 

#include "cuda_gl_interop.h" 

#include "../common/book.h" 

#include "../common/cpu_bitmap.h"

#define     DIM    512
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same

bufferObj
resource

GLuint  bufferObj; 

cudaGraphicsResource *resource;

int main( int argc, char **argv ) {

    cudaDeviceProp  prop;

    int dev;

    memset( &prop, 0, sizeof( cudaDeviceProp ) );

    prop.major = 1;

    prop.minor = 0;

    HANDLE_ERROR( cudaChooseDevice( &dev, &prop ) );

cudaChooseDevice()

compute capability
cudaDeviceProp

major minor
cudaChooseDevice()

cudaDeviceProp

compute capability

dev
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cudaDeviceProp
cudaChooseDevice()

and
cudaGLSetGLDevice() dev

cudaChooseDevice()

HANDLE _ ERROR( cudaGLSetGLDevice( dev ) );

    // these GLUT calls need to be made before the other GL calls

    glutInit( &argc, argv );

    glutInitDisplayMode( GLUT_DOUBLE | GLUT_RGBA );

    glutInitWindowSize( DIM, DIM );

    glutCreateWindow( "bitmap" );

main()
cudaGLSetGLDevice()

GLuint bufferObj

    glGenBuffers( 1, &bufferObj );

    glBindBuffer( GL_PIXEL_UNPACK_BUFFER_ARB, bufferObj );

    glBufferData( GL_PIXEL_UNPACK_BUFFER_ARB, DIM * DIM * 4,

                  NULL, GL_DYNAMIC_DRAW_ARB );
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-

glGenBuffers()
glBindBuffer()

glBufferData() DIM DIM
GL_DYNAMIC_DRAW_ARB

NULL glBufferData()

bufferObj
bufferObj

    HANDLE_ERROR( 

        cudaGraphicsGLRegisterBuffer( &resource, 

                                      bufferObj, 

                                      cudaGraphicsMapFlagsNone ) 
);

bufferObj
cudaGraphicsGLRegisterBuffer()

resource
bufferObj

cudaGraphicsMapFlagsNone

cudaGraphicsMapFlagsReadOnly
cudaGraphicsMapFlagsWriteDiscard

-

glBufferData()
DIM DIM

bufferObj
resource
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    uchar4* devPtr;

    size_t  size;

    HANDLE_ERROR( cudaGraphicsMapResources( 1, &resource, NULL ) );

    HANDLE_ERROR( 

        cudaGraphicsResourceGetMappedPointer( (void**)&devPtr, 

                                              &size, 

                                              resource ) 

                );

devPtr

main()

-

cudaGraphicsUnmapResources()

(key_func draw_func
glutMainLoop()

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( devPtr );

    HANDLE_ERROR( cudaGraphicsUnmapResources( 1, &resource, NULL ) );

    // set up GLUT and kick off main loop

    glutKeyboardFunc( key_func );

    glutDisplayFunc( draw_func );

    glutMainLoop(); 

}
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-
kernel(), key_func() draw_func()

// based on ripple code, but uses uchar4, which is the 

// type of data graphic interop uses 

__global__ void kernel( uchar4 *ptr ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    // now calculate the value at that position

    float fx = x/(float)DIM - 0.5f;

    float fy = y/(float)DIM - 0.5f;

    unsigned char   green = 128 + 127 *

                            sin( abs(fx*100) - abs(fy*100) );

    // accessing uchar4 vs. unsigned char*

    ptr[offset].x = 0;

    ptr[offset].y = green;

    ptr[offset].z = 0;

    ptr[offset].w = 255; 

}

x y

(x,y)

directly
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main()

    glBindBuffer( GL _ PIXEL _ UNPACK _ BUFFER _ ARB, bufferObj );

glDrawPixels()
glDrawPixels()

draw_func()

static void draw_func( void ) {

    glDrawPixels( DIM, DIM, GL_RGBA, GL_UNSIGNED_BYTE, 0 );

    glutSwapBuffers(); 

}

glDrawPixels() -
GL_ 

PIXEL_UNPACK_BUFFER_ARB
have GL_PIXEL_UNPACK_BUFFER_ 

ARB

key_func()

static void key_func( unsigned char key, int x, int y ) {

    switch (key) {

        case 27:

        // clean up OpenGL and CUDA

        HANDLE_ERROR( cudaGraphicsUnregisterResource( resource ) );

        glBindBuffer( GL_PIXEL_UNPACK_BUFFER_ARB, 0 );

        glDeleteBuffers( 1, &bufferObj );

        exit(0);

    } 

}
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Figure 8.1 

CPUAnimBitmap

int main( void ) {

    DataBlock   data;

    CPUAnimBitmap  bitmap( DIM, DIM, &data );

    data.bitmap = &bitmap;

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_bitmap,

                              bitmap.image_size() ) );
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    bitmap.anim_and_exit( (void (*)(void*,int))generate_frame,

                            (void (*)(void*))cleanup );

}

GPUAnimBitmap
CPUAnimBitmap -

GPUAnimBitmap main()

int main( void ) {

    GPUAnimBitmap  bitmap( DIM, DIM, NULL );

    bitmap.anim_and_exit(

        (void (*)(uchar4*,void*,int))generate_frame, NULL ); 

} 

GPUAnimBitmap

GPUAnimBitmap

GPUAnimBitmap

struct GPUAnimBitmap {

    GLuint  bufferObj;

    cudaGraphicsResource *resource;

    int     width, height;

    void    *dataBlock;

    void    (*fAnim)(uchar4*,void*,int);

    void    (*animExit)(void*);

    void    (*clickDrag)(void*,int,int,int,int);

    int     dragStartX, dragStartY;
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bufferObj

GPUAnimBitmap
void* dataBlock

fAnim, 
animExit clickDrag fAnim()
glutIdleFunc()

animExit()

clickDrag(), 

(dragStartX, dragStartY)

GPUAnimBitmap

    GPUAnimBitmap( int w, int h, void *d ) {

        width = w;

        height = h;

        dataBlock = d;

        clickDrag = NULL;
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        // first, find a CUDA device and set it to graphic interop

        cudaDeviceProp  prop;

        int dev;

        memset( &prop, 0, sizeof( cudaDeviceProp ) );

        prop.major = 1;

        prop.minor = 0;

        HANDLE_ERROR( cudaChooseDevice( &dev, &prop ) );

cudaGLSetGLDevice()
dev

        cudaGLSetGLDevice( dev );

glutInit()

-

        int     c=1;

        char    *foo = "name";

        glutInit( &c, &foo );

        glutInitDisplayMode( GLUT_DOUBLE | GLUT_RGBA );

        glutInitWindowSize( width, height );

        glutCreateWindow( "bitmap" );

 Download from www.wowebook.com



ptg

151

-
GL_PIXEL_UNPACK_BUFFER_ARB

glDrawPixels()

        glGenBuffers( 1, &bufferObj );

        glBindBuffer( GL_PIXEL_UNPACK_BUFFER_ARB, bufferObj );

bufferObj
cudaGraphicsGLRegisterBuffer()

       glBufferData( GL_PIXEL_UNPACK_BUFFER_ARB, width * height * 4,

                     NULL, GL_DYNAMIC_DRAW_ARB );

       HANDLE_ERROR( 

         cudaGraphicsGLRegisterBuffer( &resource, 

                                       bufferObj,

                                       cudaGraphicsMapFlagsNone ) );

    }

GPUAnimBitmap

glutIdleFunction()

    // static method used for GLUT callbacks

    static void idle_func( void ) {

        static int ticks = 1;

        GPUAnimBitmap*  bitmap = *(get_bitmap_ptr());

        uchar4*         devPtr;

        size_t  size;
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        HANDLE_ERROR( 

            cudaGraphicsMapResources( 1, &(bitmap->resource), NULL ) 

                    );

        HANDLE_ERROR( 

            cudaGraphicsResourceGetMappedPointer( (void**)&devPtr,

                                                  &size, 

                                                  bitmap->resource ) 

                    );

fAnim()
devPtr

        bitmap->fAnim( devPtr, bitmap->dataBlock, ticks++ );

glutPostRedisplay()

        HANDLE_ERROR( 

            cudaGraphicsUnmapResources( 1, 

                                        &(bitmap->resource), 

                                        NULL ) );

        glutPostRedisplay();

    }

GPUAnimBitmap -

GPUAnimBitmap

CPUAnimBitmap

gpu_anim.h
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GPUAnimBitmap

#include "../common/book.h" 

#include "../common/gpu_anim.h"

#define DIM 1024

__global__ void kernel( uchar4 *ptr, int ticks ) {

    // map from threadIdx/BlockIdx to pixel position

    int x = threadIdx.x + blockIdx.x * blockDim.x;

    int y = threadIdx.y + blockIdx.y * blockDim.y;

    int offset = x + y * blockDim.x * gridDim.x;

    // now calculate the value at that position

    float fx = x - DIM/2;

    float fy = y - DIM/2;

    float d = sqrtf( fx * fx + fy * fy );

    unsigned char grey = (unsigned char)(128.0f + 127.0f *

                                         cos(d/10.0f - 

                                         ticks/7.0f) /

                                         (d/10.0f + 1.0f));    

    ptr[offset].x = grey;

    ptr[offset].y = grey;

    ptr[offset].z = grey;

    ptr[offset].w = 255;

}

unsigned char
uchar4

ptr[offset*4+k] k

uchar4
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kernel()

idle_func() GPUAnimBitmap

void generate_frame( uchar4 *pixels, void*, int ticks ) {

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( pixels, ticks ); 

}

GPUAnimBitmap
GPUAnimBitmap

generate_frame()

int main( void ) {

    GPUAnimBitmap  bitmap( DIM, DIM, NULL );

    bitmap.anim_and_exit(

        (void (*)(uchar4*,void*,int))generate_frame, NULL ); 

}

CPUAnimBitmap

Almost.

CPUAnimBitmap
glDrawPixels()
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    glDrawPixels( bitmap->x, 

                  bitmap->y, 

                  GL_RGBA, 

                  GL_UNSIGNED_BYTE, 

                  bitmap->pixels );

glDrawPixels()
Draw()

CPUAnimBitmap bitmap->pixels

glDrawPixels()

cudaMemcpy()

void generate_frame( DataBlock *d, int ticks ) {

    dim3    grids(DIM/16,DIM/16);

    dim3    threads(16,16);

    kernel<<<grids,threads>>>( d->dev_bitmap, ticks );

    HANDLE_ERROR( cudaMemcpy( d->bitmap->get_ptr(),

                              d->dev_bitmap,

                              d->bitmap->image_size(),

                              cudaMemcpyDeviceToHost ) );

}

back
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CPUAnimBitmap
-

GPUAnimBitmap
GPUAnimBitmap

CPUAnimBitmap unsigned 
char uchar4

void anim_gpu( uchar4* outputBitmap, DataBlock *d, int ticks ) {

    HANDLE_ERROR( cudaEventRecord( d->start, 0 ) );

    dim3    blocks(DIM/16,DIM/16);

    dim3    threads(16,16);

    // since tex is global and bound, we have to use a flag to

    // select which is in/out per iteration

    volatile bool dstOut = true;

    for (int i=0; i<90; i++) {

        float   *in, *out;

        if (dstOut) {

            in  = d->dev_inSrc;

            out = d->dev_outSrc;

        } else {

            out = d->dev_inSrc;

            in  = d->dev_outSrc;

        }

        copy_const_kernel<<<blocks,threads>>>( in );

        blend_kernel<<<blocks,threads>>>( out, dstOut );

        dstOut = !dstOut;

    }

    float_to_color<<<blocks,threads>>>( outputBitmap,

                                        d->dev_inSrc );

 Download from www.wowebook.com



ptg

157

    HANDLE_ERROR( cudaEventRecord( d->stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( d->stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        d->start, d->stop ) );

    d->totalTime += elapsedTime;

    ++d->frames;

    printf( "Average Time per frame:  %3.1f ms\n",

            d->totalTime/d->frames  ); 

}

float_to_color()
outputBitmap

uchar4

unsigned char uchar4
book.h -

kernel()
float_to_ 

color()
book.h

__global__ void float_to_color( unsigned char *optr,

                                const float *outSrc ) {

    // convert floating-point value to 4-component color

    optr[offset*4 + 0] = value( m1, m2, h+120 );

    optr[offset*4 + 1] = value( m1, m2, h );

    optr[offset*4 + 2] = value( m1, m2, h -120 );

    optr[offset*4 + 3] = 255;

}
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__global__ void float_to_color( uchar4 *optr,

                                const float *outSrc ) {

    

    // convert floating-point value to 4-component color

    optr[offset].x = value( m1, m2, h+120 );

    optr[offset].y = value( m1, m2, h );

    optr[offset].z = value( m1, m2, h -120 );

    optr[offset].w = 255;

}

CPUAnimBitmap GPUAnimBitmap

int main( void ) {

    DataBlock   data;

    GPUAnimBitmap bitmap( DIM, DIM, &data );

    data.totalTime = 0;

    data.frames = 0;

    HANDLE_ERROR( cudaEventCreate( &data.start ) );

    HANDLE_ERROR( cudaEventCreate( &data.stop ) );

    int imageSize = bitmap.image_size();

    // assume float == 4 chars in size (i.e., rgba)

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_inSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_outSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaMalloc( (void**)&data.dev_constSrc,

                              imageSize ) );

    HANDLE_ERROR( cudaBindTexture( NULL, texConstSrc,

                                   data.dev_constSrc,

                                   imageSize ) );
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    HANDLE_ERROR( cudaBindTexture( NULL, texIn,

                                   data.dev_inSrc,

                                   imageSize ) );

    HANDLE_ERROR( cudaBindTexture( NULL, texOut,

                                   data.dev_outSrc,

                                   imageSize ) );

    // initialize the constant data

    float *temp = (float*)malloc( imageSize );

    for (int i=0; i<DIM*DIM; i++) {

        temp[i] = 0;

        int x = i % DIM;

        int y = i / DIM;

        if ((x>300) && (x<600) && (y>310) && (y<601))

            temp[i] = MAX_TEMP;

    }

    temp[DIM*100+100] = (MAX_TEMP + MIN_TEMP)/2;

    temp[DIM*700+100] = MIN_TEMP;

    temp[DIM*300+300] = MIN_TEMP;

    temp[DIM*200+700] = MIN_TEMP;

    for (int y=800; y<900; y++) {

        for (int x=400; x<500; x++) {

            temp[x+y*DIM] = MIN_TEMP;

        }

    }

    HANDLE_ERROR( cudaMemcpy( data.dev_constSrc, temp,

                              imageSize,

                              cudaMemcpyHostToDevice ) );    

    // initialize the input data

    for (int y=800; y<DIM; y++) {

        for (int x=0; x<200; x++) {

            temp[x+y*DIM] = MAX_TEMP;

        }

    }
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    HANDLE_ERROR( cudaMemcpy( data.dev_inSrc, temp,

                              imageSize,

                              cudaMemcpyHostToDevice ) );

    free( temp );

    bitmap.anim_and_exit( (void (*)(uchar4*,void*,int))anim_gpu,

                           (void (*)(void*))anim_exit ); 

}

-

cudaGraphicsResource
cudaGraphicsMapResources()

cudaGraphicsResourceGetMappedPointer()

cudaGLSetGLDevice() cudaD3D9SetDirect3DDevice() 
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cudaD3D10SetDirect3DDevice()
cudaD3D11SetDirect3DDevice()

-
NVIDIA CUDA Programming Guide

-

-
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Chapter 9

Atomics

-

for()

__global__
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compute capability

-

compute capability

NVIDIA CUDA Programming Guide
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Table 9.1 

GPU
COMPUTE 
CAPABILITY

Continued
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GPU
COMPUTE 
CAPABILITY

Table 9.1 
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-

shared

-
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-
nvcc

    nvcc -arch=sm _ 11

    nvcc -arch=sm _ 12

-

    x++;

x
x, we 

x x, we 
x

x

x

read-modify-write
x

x A B A B
x

x A
B
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Table 9.2 x

STEP EXAMPLE

x A x

A 

x x <- 8

x B x

B

x x <- 9

x

-

Table 9.3 x

STEP EXAMPLE

x A x

x B x

A

B

x x <- 8

x x <- 8
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read-modify-write

x

atomic

histogram

Programming with CUDA C, we 

Figure 9.1 Programming with 
CUDA C
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-
big_random_block()

#include "../common/book.h"

#define SIZE    (100*1024*1024)

int main( void ) {

    unsigned char *buffer = (unsigned char*)big_random_block( SIZE );

0x00
0xFF bins

    unsigned int    histo[256];

    for (int i=0; i<256; i++)

        histo[i] = 0;

buffer[] z
buffer[] z

z
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buffer[i]
buffer[i] buffer[i]

histo[buffer[i]]

    histo[buffer[i]]++;

buffer[] for()

    for (int i=0; i<SIZE; i++)

        histo[buffer[i]]++;

-

-

    long histoCount = 0;

    for (int i=0; i<256; i++) {

        histoCount += histo[i];

    }

    printf( "Histogram Sum:  %ld\n", histoCount );

SIZE

    free( buffer );

    return 0; 

}
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-

-

main()

int main( void ) {

    unsigned char *buffer = (unsigned char*)big_random_block( SIZE );

    cudaEvent_t     start, stop;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

-
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big_random_block()

    // allocate memory on the GPU for the file's data

    unsigned char *dev_buffer;

    unsigned int *dev_histo;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_buffer, SIZE ) );

    HANDLE_ERROR( cudaMemcpy( dev_buffer, buffer, SIZE,

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_histo,

                              256 * sizeof( long ) ) );

    HANDLE_ERROR( cudaMemset( dev_histo, 0,

                              256 * sizeof( int ) ) );

cudaMemset()
memset()

cudaMemset()
memset()

cudaMemset()
memset()

-

    unsigned int    histo[256];

    HANDLE_ERROR( cudaMemcpy( histo, dev_histo,

                              256 * sizeof( int ),

                              cudaMemcpyDeviceToHost ) );
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    // get stop time, and display the timing results

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time to generate:  %3.1f ms\n", elapsedTime );

-

    long histoCount = 0;

    for (int i=0; i<256; i++) {

        histoCount += histo[i];

    }

    printf( "Histogram Sum:  %ld\n", histoCount );

decrement
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    // verify that we have the same counts via CPU

    for (int i=0; i<SIZE; i++)

        histo[buffer[i]]--;

    for (int i=0; i<256; i++) {

        if (histo[i] != 0)

            printf( "Failure at %d!\n", i );

    }

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    cudaFree( dev_histo );

    cudaFree( dev_buffer );

    free( buffer );

    return 0; 

}

-

-
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    cudaDeviceProp  prop;

    HANDLE_ERROR( cudaGetDeviceProperties( &prop, 0 ) );

    int blocks = prop.multiProcessorCount;

    histo_kernel<<<blocks*2,256>>>( dev_buffer, SIZE, dev_histo );

main()

int main( void ) {

    unsigned char *buffer = 

                        (unsigned char*)big_random_block( SIZE );

    cudaEvent_t     start, stop;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    // allocate memory on the GPU for the file's data

    unsigned char *dev_buffer;

    unsigned int  *dev_histo;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_buffer, SIZE ) );

    HANDLE_ERROR( cudaMemcpy( dev_buffer, buffer, SIZE,

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_histo,

                              256 * sizeof( long ) ) );

    HANDLE_ERROR( cudaMemset( dev_histo, 0,

                              256 * sizeof( int ) ) );
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   cudaDeviceProp  prop;

    HANDLE_ERROR( cudaGetDeviceProperties( &prop, 0 ) );

    int blocks = prop.multiProcessorCount;

    histo_kernel<<<blocks*2,256>>>( dev_buffer, SIZE, dev_histo );

    unsigned int    histo[256];

    HANDLE_ERROR( cudaMemcpy( histo, dev_histo,

                              256 * sizeof( int ),

                              cudaMemcpyDeviceToHost ) );

    // get stop time, and display the timing results

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time to generate:  %3.1f ms\n", elapsedTime );

    long histoCount = 0;

    for (int i=0; i<256; i++) {

        histoCount += histo[i];

    }

    printf( "Histogram Sum:  %ld\n", histoCount );

    // verify that we have the same counts via CPU

    for (int i=0; i<SIZE; i++)

        histo[buffer[i]]--;

    for (int i=0; i<256; i++) {

        if (histo[i] != 0)

            printf( "Failure at %d!\n", i );

    }

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );
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    cudaFree( dev_histo );

    cudaFree( dev_buffer );

    free( buffer );

    return 0; 

}

#include "../common/book.h"

#define SIZE    (100*1024*1024)

__global__ void histo_kernel( unsigned char *buffer,

                              long size,

                              unsigned int *histo ) {

    int i = threadIdx.x + blockIdx.x * blockDim.x;

    int stride = blockDim.x * gridDim.x;

i

    while (i < size) {

        atomicAdd( &(histo[buffer[i]]), 1 );

        i += stride;

    } 

}
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atomicAdd( addr, y ); -
addr y
addr

addr

buffer[i] -
histo[buffer[i]]

&(histo[buffer[i]])
-

#include "../common/book.h"

#define SIZE    (100*1024*1024)

__global__ void histo_kernel( unsigned char *buffer,

                              long size,

                              unsigned int *histo ) {

    int i = threadIdx.x + blockIdx.x * blockDim.x;

    int stride = blockDim.x * gridDim.x;

    while (i < size) {

        atomicAdd( &(histo[buffer[i]]), 1 );

        i += stride;

    } 

}
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-

-

-

-
more

__syncthreads()

__global__ void histo_kernel( unsigned char *buffer,

                              long size,

                              unsigned int *histo ) {

    __shared__  unsigned int temp[256];

    temp[threadIdx.x] = 0;

    __syncthreads();
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temp[] histo[]
__syncthreads()

    int i = threadIdx.x + blockIdx.x * blockDim.x;

    int offset = blockDim.x * gridDim.x;

    while (i < size) {

        atomicAdd( &temp[buffer[i]], 1);

        i += offset;

    }

    __syncthreads();

histo[]

0xFC
0xFC 0xFC

-

    atomicAdd( &(histo[threadIdx.x]), temp[threadIdx.x] ); 

}
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__global__ void histo_kernel( unsigned char *buffer,

                              long size,

                              unsigned int *histo ) {

    __shared__  unsigned int temp[256];

    temp[threadIdx.x] = 0;

    __syncthreads();

    int i = threadIdx.x + blockIdx.x * blockDim.x;

    int offset = blockDim.x * gridDim.x;

    while (i < size) {

        atomicAdd( &temp[buffer[i]], 1);

        i += offset;

    }

    __syncthreads();

    atomicAdd( &(histo[threadIdx.x]), temp[threadIdx.x] ); 

}

-
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-

 Download from www.wowebook.com



ptg

185

Chapter 10

Streams

-

task parallelism

task

-
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streams

cudaMalloc()
malloc()

cudaHostAlloc()
malloc()

malloc() 
cudaHostAlloc()

malloc()
cudaHostAlloc() page-locked

pinned
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lower

malloc cudaHostAlloc()

malloc()

cudaHostAlloc()

cudaMemcpy()

cudaHostAlloc()

cudaMemcpy()
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float cuda_malloc_test( int size, bool up ) {

    cudaEvent_t     start, stop;

    int             *a, *dev_a;

    float           elapsedTime;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    a = (int*)malloc( size * sizeof( *a ) );

    HANDLE_NULL( a );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              size * sizeof( *dev_a ) ) );

size
up

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    for (int i=0; i<100; i++) {

        if (up)

            HANDLE_ERROR( cudaMemcpy( dev_a, a,

                                  size * sizeof( *dev_a ),

                                  cudaMemcpyHostToDevice ) );

        else

            HANDLE_ERROR( cudaMemcpy( a, dev_a,

                                  size * sizeof( *dev_a ),

                                  cudaMemcpyDeviceToHost ) );

    }

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );
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    free( a );

    HANDLE_ERROR( cudaFree( dev_a ) ); 

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    return elapsedTime; 

}

cuda_malloc_test()
malloc()

cudaHostAlloc()

float cuda_host_alloc_test( int size, bool up ) {

    cudaEvent_t     start, stop;

    int             *a, *dev_a;

    float           elapsedTime;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&a,

                                 size * sizeof( *a ),

                                 cudaHostAllocDefault ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              size * sizeof( *dev_a ) ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    for (int i=0; i<100; i++) {

        if (up)

            HANDLE_ERROR( cudaMemcpy( dev_a, a,

                                  size * sizeof( *a ),

                                  cudaMemcpyHostToDevice ) );

       else
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            HANDLE_ERROR( cudaMemcpy( a, dev_a,

                                  size * sizeof( *a ),

                                  cudaMemcpyDeviceToHost ) );

    }

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    HANDLE_ERROR( cudaFreeHost( a ) );

    HANDLE_ERROR( cudaFree( dev_a ) );

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    return elapsedTime; 

}

cudaHostAlloc()
malloc() malloc()

cudaHostAllocDefault -

cudaHostAlloc()

cudaHostAllocDefault
cudaHostAlloc() cudaFreeHost()

malloc() free() cudaHostAlloc()
a cudaFreeHost()

main()

#include "../common/book.h"

#define SIZE    (10*1024*1024)

int main( void ) {

    float           elapsedTime;

    float           MB = (float)100*SIZE*sizeof(int)/1024/1024;
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    elapsedTime = cuda_malloc_test( SIZE, true );

    printf( "Time using cudaMalloc:  %3.1f ms\n",

            elapsedTime );

    printf( "\tMB/s during copy up:  %3.1f\n",

            MB/(elapsedTime/1000) );

up cuda_malloc_test() true

false

    elapsedTime = cuda_malloc_test( SIZE, false );

    printf( "Time using cudaMalloc:  %3.1f ms\n",

            elapsedTime );

    printf( "\tMB/s during copy down:  %3.1f\n",

            MB/(elapsedTime/1000) );

cudaHostAlloc()
cuda_ host_alloc_test() up true
false

    elapsedTime = cuda_host_alloc_test( SIZE, true );

    printf( "Time using cudaHostAlloc:  %3.1f ms\n",

            elapsedTime );

    printf( "\tMB/s during copy up:  %3.1f\n",

            MB/(elapsedTime/1000) );

    elapsedTime = cuda_host_alloc_test( SIZE, false );

    printf( "Time using cudaHostAlloc:  %3.1f ms\n",

            elapsedTime );

    printf( "\tMB/s during copy down:  %3.1f\n",

            MB/(elapsedTime/1000) ); 

}
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required

-
cudaEventRecord(), 

stream

cudaEvent_t start; 

cudaEventCreate(&start); 

cudaEventRecord( start, 0 );

A CUDA stream 

task

a b

c

 Download from www.wowebook.com



ptg

USING A SINGLE CUDA STREAM

193

a
b

#include "../common/book.h"

#define N   (1024*1024) 

#define FULL_DATA_SIZE   (N*20)

__global__ void kernel( int *a, int *b, int *c ) {

    int idx = threadIdx.x + blockIdx.x * blockDim.x;

    if (idx < N) {

        int idx1 = (idx + 1) % 256;

        int idx2 = (idx + 2) % 256;

        float   as = (a[idx] + a[idx1] + a[idx2]) / 3.0f;

        float   bs = (b[idx] + b[idx1] + b[idx2]) / 3.0f;

        c[idx] = (as + bs) / 2;

    } 

}

main()

int main( void ) {

    cudaDeviceProp  prop;

    int whichDevice;

    HANDLE_ERROR( cudaGetDevice( &whichDevice ) );

    HANDLE_ERROR( cudaGetDeviceProperties( &prop, whichDevice ) );

    if (!prop.deviceOverlap) {

        printf( "Device will not handle overlaps, so no "

                "speed up from streams\n" );

        return 0;

    }
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device overlap

    cudaEvent_t     start, stop;

    float           elapsedTime;

    // start the timers

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    // initialize the stream

    cudaStream_t    stream;

    HANDLE_ERROR( cudaStreamCreate( &stream ) );

    int *host_a, *host_b, *host_c;

    int *dev_a, *dev_b, *dev_c;

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b,

                              N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c,

                              N * sizeof(int) ) );
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    // allocate page-locked memory, used to stream

    HANDLE_ERROR( cudaHostAlloc( (void**)&host_a,

                              FULL_DATA_SIZE * sizeof(int),

                              cudaHostAllocDefault ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&host_b,

                              FULL_DATA_SIZE * sizeof(int),

                              cudaHostAllocDefault ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&host_c,

                              FULL_DATA_SIZE * sizeof(int),

                              cudaHostAllocDefault ) );

    for (int i=0; i<FULL_DATA_SIZE; i++) {

        host_a[i] = rand();

        host_b[i] = rand();

    }

cudaHostAlloc()

cudaMemcpy()
requires

rand()

not
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    // now loop over full data, in bite-sized chunks

    for (int i=0; i<FULL_DATA_SIZE; i+= N) {

        // copy the locked memory to the device, async

        HANDLE_ERROR( cudaMemcpyAsync( dev_a, host_a+i,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream ) );

        HANDLE_ERROR( cudaMemcpyAsync( dev_b, host_b+i,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream ) );

        kernel<<<N/256,256,0,stream>>>( dev_a, dev_b, dev_c );

        // copy the data from device to locked memory

        HANDLE_ERROR( cudaMemcpyAsync( host_c+i, dev_c,

                                       N * sizeof(int),

                                       cudaMemcpyDeviceToHost,

                                       stream ) );

    }

cudaMemcpy()
cudaMemcpyAsync()

cudaMemcpy() memcpy()
synchronously
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synchronous asynchronous
cudaMemcpyAsync() cudaMemcpyAsync()

request
stream

-

cudaMemcpyAsync() cudaHostAlloc()

for()

cudaStreamSynchronize()

    // copy result chunk from locked to full buffer

    HANDLE_ERROR( cudaStreamSynchronize( stream ) );

stream
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    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time taken:  %3.1f ms\n", elapsedTime );

    // cleanup the streams and memory

    HANDLE_ERROR( cudaFreeHost( host_a ) );

    HANDLE_ERROR( cudaFreeHost( host_b ) );

    HANDLE_ERROR( cudaFreeHost( host_c ) );

    HANDLE_ERROR( cudaFree( dev_a ) );

    HANDLE_ERROR( cudaFree( dev_b ) );

    HANDLE_ERROR( cudaFree( dev_c ) );

    HANDLE_ERROR( cudaStreamDestroy( stream ) );

    return 0; 

}

overlap
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-

cudaMemcpyAsync()
memcpy

Figure 10.1 
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two
to from

#include "../common/book.h"

#define N   (1024*1024) 

#define FULL_DATA_SIZE   (N*20)

__global__ void kernel( int *a, int *b, int *c ) {

    int idx = threadIdx.x + blockIdx.x * blockDim.x;

    if (idx < N) {

        int idx1 = (idx + 1) % 256;

        int idx2 = (idx + 2) % 256;

        float   as = (a[idx] + a[idx1] + a[idx2]) / 3.0f;

        float   bs = (b[idx] + b[idx1] + b[idx2]) / 3.0f;

        c[idx] = (as + bs) / 2

    } 

}

-
does

int main( void ) {

    cudaDeviceProp  prop;

    int whichDevice;

    HANDLE_ERROR( cudaGetDevice( &whichDevice ) );

    HANDLE_ERROR( cudaGetDeviceProperties( &prop, whichDevice ) );
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    if (!prop.deviceOverlap) {

        printf( “Device will not handle overlaps, so no “

                “speed up from streams\n” );

        return 0;

    }

    cudaEvent_t     start, stop;

    float           elapsedTime;

    // start the timers

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    // initialize the streams

    cudaStream_t    stream0, stream1;

    HANDLE_ERROR( cudaStreamCreate( &stream0 ) );

    HANDLE_ERROR( cudaStreamCreate( &stream1 ) );

    int *host_a, *host_b, *host_c;

    int *dev_a0, *dev_b0, *dev_c0; //GPU buffers for stream0

    int *dev_a1, *dev_b1, *dev_c1; //GPU buffers for stream1

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a0,

                              N * sizeof(int) ) );
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    HANDLE_ERROR( cudaMalloc( (void**)&dev_b0,

                              N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c0,

                              N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a1,

                              N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b1,

                              N * sizeof(int) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c1,

                              N * sizeof(int) ) );

    // allocate page-locked memory, used to stream

    HANDLE_ERROR( cudaHostAlloc( (void**)&host_a,

                              FULL_DATA_SIZE * sizeof(int),

                              cudaHostAllocDefault ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&host_b,

                              FULL_DATA_SIZE * sizeof(int),

                              cudaHostAllocDefault ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&host_c,

                              FULL_DATA_SIZE * sizeof(int),

                              cudaHostAllocDefault ) );

    for (int i=0; i<FULL_DATA_SIZE; i++) {

        host_a[i] = rand();

        host_b[i] = rand();

    }

for() stream0
a b

c
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    // now loop over full data, in bite-sized chunks

    for (int i=0; i<FULL_DATA_SIZE; i+= N*2) {

        // copy the locked memory to the device, async

        HANDLE_ERROR( cudaMemcpyAsync( dev_a0, host_a+i,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream0 ) );

        HANDLE_ERROR( cudaMemcpyAsync( dev_b0, host_b+i,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream0 ) );

        kernel<<<N/256,256,0,stream0>>>( dev_a0, dev_b0, dev_c0 );

        // copy the data from device to locked memory

        HANDLE_ERROR( cudaMemcpyAsync( host_c+i, dev_c0,

                                       N * sizeof(int),

                                       cudaMemcpyDeviceToHost,

                                       stream0 ) );

stream0
stream1

        // copy the locked memory to the device, async

        HANDLE_ERROR( cudaMemcpyAsync( dev_a1, host_a+i+N,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream1 ) );

        HANDLE_ERROR( cudaMemcpyAsync( dev_b1, host_b+i+N,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream1 ) );
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        kernel<<<N/256,256,0,stream1>>>( dev_a1, dev_b1, dev_c1 );

        // copy the data from device to locked memory

        HANDLE_ERROR( cudaMemcpyAsync( host_c+i+N, dev_c1,

                                       N * sizeof(int),

                                       cudaMemcpyDeviceToHost,

                                       stream1 ) );

    }

for()

for()

    HANDLE_ERROR( cudaStreamSynchronize( stream0 ) );

    HANDLE_ERROR( cudaStreamSynchronize( stream1 ) );

main() -

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time taken:  %3.1f ms\n", elapsedTime );

    // cleanup the streams and memory

    HANDLE_ERROR( cudaFreeHost( host_a ) );

    HANDLE_ERROR( cudaFreeHost( host_b ) );

    HANDLE_ERROR( cudaFreeHost( host_c ) );
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    HANDLE_ERROR( cudaFree( dev_a0 ) );

    HANDLE_ERROR( cudaFree( dev_b0 ) );

    HANDLE_ERROR( cudaFree( dev_c0 ) );

    HANDLE_ERROR( cudaFree( dev_a1 ) );

    HANDLE_ERROR( cudaFree( dev_b1 ) );

    HANDLE_ERROR( cudaFree( dev_c1 ) );

    HANDLE_ERROR( cudaStreamDestroy( stream0 ) );

    HANDLE_ERROR( cudaStreamDestroy( stream1 ) );

    return 0; 

}

-

can

 Download from www.wowebook.com



ptg

STREAMS

206

-

-

Figure 10.2 
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cudaMemcpyAsync()
a, cudaMemcpyAsync() b

cudaMemcpyAsync() c

c
a b

-

Figure 10.3 cudaMemcpyAsync()
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Figure 10.4 

a b c
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a
a b
b

c
c

for()

    for (int i=0; i<FULL_DATA_SIZE; i+= N*2) {

        // enqueue copies of a in stream0 and stream1

        HANDLE_ERROR( cudaMemcpyAsync( dev_a0, host_a+i,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream0 ) );

        HANDLE_ERROR( cudaMemcpyAsync( dev_a1, host_a+i+N,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream1 ) );

        // enqueue copies of b in stream0 and stream1

        HANDLE_ERROR( cudaMemcpyAsync( dev_b0, host_b+i,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream0 ) );

        HANDLE_ERROR( cudaMemcpyAsync( dev_b1, host_b+i+N,

                                       N * sizeof(int),

                                       cudaMemcpyHostToDevice,

                                       stream1 ) );

        // enqueue kernels in stream0 and stream1   

        kernel<<<N/256,256,0,stream0>>>( dev_a0, dev_b0, dev_c0 );

        kernel<<<N/256,256,0,stream1>>>( dev_a1, dev_b1, dev_c1 );
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        // enqueue copies of c from device to locked memory

        HANDLE_ERROR( cudaMemcpyAsync( host_c+i, dev_c0,

                                       N * sizeof(int),

                                       cudaMemcpyDeviceToHost,

                                       stream0 ) );

        HANDLE_ERROR( cudaMemcpyAsync( host_c+i+N, dev_c1,

                                       N * sizeof(int),

                                       cudaMemcpyDeviceToHost,

                                       stream1 ) );

    }

-

c a
b

-

Figure 10.5 
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-

-
cudaHostAlloc()

cudaMemcpyAsync()
-
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Chapter 11

CUDA C on 
Multiple GPUs
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zero-copy

portable

cudaHostAlloc() cudaHostAllocDefault 

cudaHostAllocMapped
cudaHostAllocDefault

cudaHostAllocMapped pinned
cudaHostAllocDefault

zero-copy
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float malloc_test( int size ) {

    cudaEvent_t     start, stop;

    float           *a, *b, c, *partial_c;

    float           *dev_a, *dev_b, *dev_partial_c;

    float           elapsedTime;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    // allocate memory on the CPU side

    a = (float*)malloc( size*sizeof(float) );

    b = (float*)malloc( size*sizeof(float) );

    partial_c = (float*)malloc( blocksPerGrid*sizeof(float) );

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              size*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b,

                              size*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_partial_c,

                              blocksPerGrid*sizeof(float) ) );

    // fill in the host memory with data

    for (int i=0; i<size; i++) {

        a[i] = i;

        b[i] = i*2;

    }
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    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    // copy the arrays 'a' and 'b' to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, a, size*sizeof(float),

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, b, size*sizeof(float),

                              cudaMemcpyHostToDevice ) ); 

    dot<<<blocksPerGrid,threadsPerBlock>>>( size, dev_a, dev_b,

                                            dev_partial_c );

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( partial_c, dev_partial_c,

                              blocksPerGrid*sizeof(float),

                              cudaMemcpyDeviceToHost ) );

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    // finish up on the CPU side

    c = 0;

    for (int i=0; i<blocksPerGrid; i++) {

        c += partial_c[i];

    }
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    HANDLE_ERROR( cudaFree( dev_a ) );

    HANDLE_ERROR( cudaFree( dev_b ) );

    HANDLE_ERROR( cudaFree( dev_partial_c ) );

    // free memory on the CPU side

    free( a );

    free( b );

    free( partial_c );

    // free events

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    printf( "Value calculated:  %f\n", c );

    return elapsedTime; 

}

float cuda_host_alloc_test( int size ) {

    cudaEvent_t     start, stop;

    float           *a, *b, c, *partial_c;

    float           *dev_a, *dev_b, *dev_partial_c;

    float           elapsedTime;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    // allocate the memory on the CPU

    HANDLE_ERROR( cudaHostAlloc( (void**)&a,

                              size*sizeof(float),

                              cudaHostAllocWriteCombined |

                              cudaHostAllocMapped ) );
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    HANDLE_ERROR( cudaHostAlloc( (void**)&b,

                              size*sizeof(float),

                              cudaHostAllocWriteCombined |

                              cudaHostAllocMapped ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&partial_c,

                              blocksPerGrid*sizeof(float),

                              cudaHostAllocMapped ) );

    // fill in the host memory with data

    for (int i=0; i<size; i++) {

        a[i] = i;

        b[i] = i*2;

    }

cudaHostAlloc()
flags

cudaHostAllocMapped
zero-copy

cudaHostAllocWriteCombined

-

cudaHostAllocMapped, 

cudaHostAlloc()
cudaHostGetDevicePointer()
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    HANDLE_ERROR( cudaHostGetDevicePointer( &dev_a, a, 0 ) );

    HANDLE_ERROR( cudaHostGetDevicePointer( &dev_b, b, 0 ) );

    HANDLE_ERROR( cudaHostGetDevicePointer( &dev_partial_c,

                                            partial_c, 0 ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    dot<<<blocksPerGrid,threadsPerBlock>>>( size, dev_a, dev_b,

                                            dev_partial_c );

    HANDLE_ERROR( cudaThreadSynchronize() );

dev_a, dev_b dev_partial_c

cudaHostGetDevicePointer()
cudaMemcpy()

cudaThreadSynchronize()

-

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    // finish up on the CPU side

    c = 0;

    for (int i=0; i<blocksPerGrid; i++) {

        c += partial_c[i];

    }
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cudaHostAlloc()

    HANDLE_ERROR( cudaFreeHost( a ) );

    HANDLE_ERROR( cudaFreeHost( b ) );

    HANDLE_ERROR( cudaFreeHost( partial_c ) );

    // free events

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    printf( "Value calculated:  %f\n", c );

    return elapsedTime; 

}

cudaHostAlloc(), 

cudaFreeHost()

main()

cudaGetDeviceProperties()

int main( void ) {

    cudaDeviceProp  prop;

    int whichDevice;

    HANDLE_ERROR( cudaGetDevice( &whichDevice ) );

    HANDLE_ERROR( cudaGetDeviceProperties( &prop, whichDevice ) );

    if (prop.canMapHostMemory != 1) {

        printf( "Device cannot map memory.\n" );

        return 0;

    }
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-
cudaSetDeviceFlags()

cudaDeviceMapHost

    HANDLE_ERROR( cudaSetDeviceFlags( cudaDeviceMapHost ) );

main()

    float elapsedTime = malloc_test( N );

    printf( "Time using cudaMalloc:  %3.1f ms\n",

            elapsedTime );

    elapsedTime = cuda_host_alloc_test( N );

    printf( "Time using cudaHostAlloc:  %3.1f ms\n",

            elapsedTime ); 

}

#define imin(a,b) (a<b?a:b)

const int N = 33 * 1024 * 1024; 

const int threadsPerBlock = 256; 

const int blocksPerGrid =

            imin( 32, (N+threadsPerBlock-1) / threadsPerBlock );

__global__ void dot( int size, float *a, float *b, float *c ) {

    __shared__ float cache[threadsPerBlock];

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    int cacheIndex = threadIdx.x;
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    float   temp = 0;

    while (tid < size) {

        temp += a[tid] * b[tid];

        tid += blockDim.x * gridDim.x;

    }

    

    // set the cache values

    cache[cacheIndex] = temp;

    

    // synchronize threads in this block

    __syncthreads();

    // for reductions, threadsPerBlock must be a power of 2

    // because of the following code

    int i = blockDim.x/2;

    while (i != 0) {

        if (cacheIndex < i)

            cache[cacheIndex] += cache[cacheIndex + i];

        __syncthreads();

        i /= 2;

    }

    if (cacheIndex == 0)

        c[blockIdx.x] = cache[0]; 

}

Discrete GPUs

Integrated GPUs
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-

always a 

-
cudaGetDeviceProperties()

integrated true
false

-

-

 Download from www.wowebook.com



ptg

CUDA C ON  MULTIPLE GPUS

224

both

scalable link interface (SLI) 

struct DataStruct {

    int     deviceID;

    int     size;

    float   *a;

    float   *b;

    float   returnValue; 

};

a b
a b

N N
cudaGetDeviceCount()
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int main( void ) {

    int deviceCount;

    HANDLE_ERROR( cudaGetDeviceCount( &deviceCount ) );

    if (deviceCount < 2) {

        printf( "We need at least two compute 1.0 or greater "

                "devices, but only found %d\n", deviceCount );

        return 0;

    }

    float   *a = (float*)malloc( sizeof(float) * N );

    HANDLE_NULL( a );

    float   *b = (float*)malloc( sizeof(float) * N );

    HANDLE_NULL( b );

    // fill in the host memory with data

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i*2;

    }

book.h
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    DataStruct  data[2];

    data[0].deviceID = 0;

    data[0].size = N/2;

    data[0].a = a;

    data[0].b = b;

    data[1].deviceID = 1;

    data[1].size = N/2;

    data[1].a = a + N/2;

    data[1].b = b + N/2;

DataStruct
start_thread() start_thread() -

routine() start_thread()
DataStruct

routine()
additional

    CUTThread   thread = start_thread( routine, &(data[0]) );

    routine( &(data[1]) );

end_thread()

    end_thread( thread );

main()
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    free( a );

    free( b );

    printf( "Value calculated:  %f\n",

            data[0].returnValue + data[1].returnValue );

    return 0; 

}

routine()
routine() void*

start_thread()

void* routine( void *pvoidData ) {

    DataStruct  *data = (DataStruct*)pvoidData;

    HANDLE_ERROR( cudaSetDevice( data->deviceID ) );

cudaSetDevice()

-
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cudaSetDevice()
routine()

malloc_test() -

cudaMemcpy()

    int     size = data->size;

    float   *a, *b, c, *partial_c;

    float   *dev_a, *dev_b, *dev_partial_c;

    // allocate memory on the CPU side

    a = data->a;

    b = data->b;

    partial_c = (float*)malloc( blocksPerGrid*sizeof(float) );

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              size*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b,

                              size*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_partial_c,

                              blocksPerGrid*sizeof(float) ) );

    // copy the arrays 'a' and 'b' to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, a, size*sizeof(float),

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, b, size*sizeof(float),

                              cudaMemcpyHostToDevice ) ); 
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    dot<<<blocksPerGrid,threadsPerBlock>>>( size, dev_a, dev_b,

                                            dev_partial_c );

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( partial_c, dev_partial_c,

                              blocksPerGrid*sizeof(float),

                              cudaMemcpyDeviceToHost ) );

    // finish up on the CPU side

    c = 0;

    for (int i=0; i<blocksPerGrid; i++) {

        c += partial_c[i];

    }

returnValue DataStruct

    HANDLE_ERROR( cudaFree( dev_a ) );

    HANDLE_ERROR( cudaFree( dev_b ) );

    HANDLE_ERROR( cudaFree( dev_partial_c ) );

    // free memory on the CPU side

    free( partial_c );

    data->returnValue = c;

    return 0; 

}
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any
appear -

cudaMemcpy()

cudaMemcpyAsync()

portable

cudaHostAlloc()
cudaHostAllocPortable

cudaHostAllocWriteCombined
cudaHostAllocMapped
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int main( void ) {

    int deviceCount;

    HANDLE_ERROR( cudaGetDeviceCount( &deviceCount ) );

    if (deviceCount < 2) {

        printf( "We need at least two compute 1.0 or greater "

                "devices, but only found %d\n", deviceCount );

        return 0;

    }

    cudaDeviceProp  prop;

    for (int i=0; i<2; i++) {

        HANDLE_ERROR( cudaGetDeviceProperties( &prop, i ) );

        if (prop.canMapHostMemory != 1) {

            printf( "Device %d cannot map memory.\n", i );

            return 0;

        }

    }

-

cudaSetDevice()
cudaSetDeviceFlags()

    float *a, *b;

    HANDLE_ERROR( cudaSetDevice( 0 ) );

    HANDLE_ERROR( cudaSetDeviceFlags( cudaDeviceMapHost ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&a, N*sizeof(float),

                              cudaHostAllocWriteCombined |

                              cudaHostAllocPortable |

                              cudaHostAllocMapped ) );

    HANDLE_ERROR( cudaHostAlloc( (void**)&b, N*sizeof(float),

                              cudaHostAllocWriteCombined |

                              cudaHostAllocPortable      |

                              cudaHostAllocMapped ) );
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cudaSetDevice()
-

cudaHostAlloc()
cudaSetDevice()

cudaHostAllocPortable
cudaSetDevice(0)

DataStruct

    // fill in the host memory with data

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i*2;

    }

    // prepare for multithread

    DataStruct  data[2];

    data[0].deviceID = 0;

    data[0].offset = 0;

    data[0].size = N/2;

    data[0].a = a;

    data[0].b = b;

    data[1].deviceID = 1;

    data[1].offset = N/2;

    data[1].size = N/2;

    data[1].a = a;

    data[1].b = b;

routine()
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    CUTThread   thread = start_thread( routine, &(data[1]) );

    routine( &(data[0]) );

    end_thread( thread );

cudaFreeHost() free()
main()

    // free memory on the CPU side

    HANDLE_ERROR( cudaFreeHost( a ) );

    HANDLE_ERROR( cudaFreeHost( b ) );

    printf( "Value calculated:  %f\n",

            data[0].returnValue + data[1].returnValue );

    return 0; 

}

routine()

void* routine( void *pvoidData ) {

    DataStruct  *data = (DataStruct*)pvoidData;

    if (data->deviceID != 0) {

        HANDLE_ERROR( cudaSetDevice( data->deviceID ) );

        HANDLE_ERROR( cudaSetDeviceFlags( cudaDeviceMapHost ) );

    }

cudaSetDevice() routine()

cudaSetDevice()
main()
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cudaSetDevice() cudaSetDeviceFlags()
deviceID

cudaSetDevice()
if()

routine()

cudaMemcpy()
cudaHostGetDevicePointer()

cudaMalloc()

    int     size = data->size;

    float   *a, *b, c, *partial_c;

    float   *dev_a, *dev_b, *dev_partial_c;

    // allocate memory on the CPU side

    a = data->a;

    b = data->b;

    partial_c = (float*)malloc( blocksPerGrid*sizeof(float) );

    HANDLE_ERROR( cudaHostGetDevicePointer( &dev_a, a, 0 ) );

    HANDLE_ERROR( cudaHostGetDevicePointer( &dev_b, b, 0 ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_partial_c,

                              blocksPerGrid*sizeof(float) ) );

    // offset 'a' and 'b' to where this GPU is gets it data

    dev_a += data->offset;

    dev_b += data->offset;

 Download from www.wowebook.com



ptg

235

    dot<<<blocksPerGrid,threadsPerBlock>>>( size, dev_a, dev_b,

                                            dev_partial_c );

    // copy the array 'c' back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( partial_c, dev_partial_c,

                              blocksPerGrid*sizeof(float),

                              cudaMemcpyDeviceToHost ) );

 

main()

    // finish up on the CPU side

    c = 0;

    for (int i=0; i<blocksPerGrid; i++) {

        c += partial_c[i];

    }

    HANDLE_ERROR( cudaFree( dev_partial_c ) );

    // free memory on the CPU side

    free( partial_c );

    data->returnValue = c;

    return 0; 

}

cudaHostAlloc()

zero-copy 
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-
portable

-
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Chapter 12

The Final Countdown

-

-
and

-

-
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CUDA TOOLKIT
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have -

CUFFT

parallel

CUBLAS -
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NVIDIA GPU COMPUTING SDK

GPU 
Computing SDK 
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-

never

CUDA-GDB

gdb -
gdb

-
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cuda-memcheck

-
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-

transpose()
transpose_naive()

naive

Figure 12.1 
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-

not a 
multi-

processor warp

NVIDIA CUDA Programming Guide

Programming Massively Parallel 
Processors: A Hands-on Approach

 Download from www.wowebook.com



ptg

WRITTEN RESOURCES

245

-

CUDA U

CUDA U
 

UNIVERSITY COURSE MATERIALS

DR. DOBB’S 

Dr. Dobb’s -

Dr. Dobb’s
CUDA, Supercomputing for the 

Masses
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Dr. Dobb’s

-

Dr Dobbs CUDA

-
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scan

CULATOOLS

CULAtools

LANGUAGE WRAPPERS
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reductions

reduction

N N

-

every

-

-
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-
atomicAdd()

atomicAdd()

-

(A+B)+C
A+(B+C)
(A+B)+C = A+(B+C) not -

(A+B)+C
 A+(B+C)

-

-

atomicAdd()
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CPU mutex mutex

mutex

    void lock( void ) {

        if( *mutex == 0 ) {

            *mutex = 1; //store a 1 to lock

        }

    }

mutex

mutex mutex

mutex
atomicCAS() atomicCAS()
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    __device__ void lock( void ) {

        while( atomicCAS( mutex, 0, 1 ) != 0 );

    }

atomicCAS() mutex
while() atomicCAS()

mutex
mutex while() 

struct Lock {

    int *mutex;

    Lock( void ) {

        int state = 0;

        HANDLE_ERROR( cudaMalloc( (void**)& mutex,

                              sizeof(int) ) );

        HANDLE_ERROR( cudaMemcpy( mutex, &state, sizeof(int),

                              cudaMemcpyHostToDevice ) );

    }

    ~Lock( void ) {

        cudaFree( mutex );

    }

    __device__ void lock( void ) {

        while( atomicCAS( mutex, 0, 1 ) != 0 );

    }

    __device__ void unlock( void ) {

        atomicExch( mutex, 1 );

    } 

};

mutex atomicExch( mutex, 1 )
atomicExch() mutex
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mutex

    *mutex = 1;

unlock()
lock() -

Lock
lock.h

#include "../common/book.h" 

#include "lock.h"

#define imin(a,b) (a<b?a:b)

const int N = 33 * 1024 * 1024; 

const int threadsPerBlock = 256; 

const int blocksPerGrid =

            imin( 32, (N+threadsPerBlock-1) / threadsPerBlock );

__global__ void dot( Lock lock, float *a, float *b, float *c )
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Lock
Lock

noticeable
float *c

N N

c
a b

__global__ void dot( Lock lock, float *a,

                     float *b, float *c ) {

    __shared__ float cache[threadsPerBlock];

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    int cacheIndex = threadIdx.x;

    float   temp = 0;

    while (tid < N) {

        temp += a[tid] * b[tid];

        tid += blockDim.x * gridDim.x;

    }

    // set the cache values

    cache[cacheIndex] = temp;

    

    // synchronize threads in this block

    __syncthreads();

    // for reductions, threadsPerBlock must be a power of 2

    // because of the following code

    int i = blockDim.x/2;

    while (i != 0) {

        if (cacheIndex < i)

            cache[cacheIndex] += cache[cacheIndex + i];

        __syncthreads();

        i /= 2;

    }
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cache[0]
c

c
c

    if (cacheIndex == 0) {

        lock.lock();

        *c += cache[0];

        lock.unlock();

    } 

}

main()

int main( void ) {

    float   *a, *b, c = 0;

    float   *dev_a, *dev_b, *dev_c;

    // allocate memory on the CPU side

    a = (float*)malloc( N*sizeof(float) );

    b = (float*)malloc( N*sizeof(float) );

    // allocate the memory on the GPU

    HANDLE_ERROR( cudaMalloc( (void**)&dev_a,

                              N*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_b,

                              N*sizeof(float) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_c,

                              sizeof(float) ) );

 Download from www.wowebook.com



ptg

257

dev_c

    // fill in the host memory with data

    for (int i=0; i<N; i++) {

        a[i] = i;

        b[i] = i*2;

    }

    // copy the arrays 'a' and 'b' to the GPU

    HANDLE_ERROR( cudaMemcpy( dev_a, a, N*sizeof(float),

                              cudaMemcpyHostToDevice ) );

    HANDLE_ERROR( cudaMemcpy( dev_b, b, N*sizeof(float),

                              cudaMemcpyHostToDevice ) ); 

    HANDLE_ERROR( cudaMemcpy( dev_c, &c, sizeof(float),

                              cudaMemcpyHostToDevice ) ); 

Lock

    Lock    lock;

    dot<<<blocksPerGrid,threadsPerBlock>>>( lock, dev_a,

                                            dev_b, dev_c );

    // copy c back from the GPU to the CPU

    HANDLE_ERROR( cudaMemcpy( &c, dev_c,

                              sizeof(float),

                              cudaMemcpyDeviceToHost ) );
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for()

    #define sum_squares(x)  (x*(x+1)*(2*x+1)/6)

    printf( "Does GPU value %.6g = %.6g?\n", c,

             2 * sum_squares( (float)(N - 1) ) );

    // free memory on the GPU side

    cudaFree( dev_a );

    cudaFree( dev_b );

    cudaFree( dev_c );

    // free memory on the CPU side

    free( a );

    free( b ); 

}

-
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keys
values

key -
value

hash function

Figure A.1 
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-
-

bucket
collisions

avocado aardvark

aardvark
avocado aardvark

avocado
aardvark, 

avocado A

avocado

avocado

Figure A.2 avocado
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aardvark

avocado aardvark

avocado

Figure A.3 aardvark

hash function collision reso-
lution

-
N

#include "../common/book.h"

struct Entry {

    unsigned int    key;

    void*           value;

    Entry           *next; 

};

struct Table {

    size_t  count;

    Entry   **entries;

    Entry   *pool;

    Entry   *firstFree; 

};
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Entry

value void*

value -

Entry Entry

NULL next

Table
count entries

Entry
Entry
pool firstFree

Entry
Entry firstFree

free()

void initialize_table( Table &table, int entries,

                       int elements ) {

    table.count = entries;

    table.entries = (Entry**)calloc( entries, sizeof(Entry*) );

    table.pool = (Entry*)malloc( elements * sizeof( Entry ) );

    table.firstFree = table.pool; 

}
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entries
firstFree

void free_table( Table &table ) {

    free( table.entries );

    free( table.pool ); 

}

e table.entries[e. 
key]

-

size_t hash( unsigned int key, size_t count ) {

    return key % count; 

}
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Entry key value 

void add_to_table( Table &table, unsigned int key, void* value ) 
{

    //Step 1

    size_t hashValue = hash( key, table.count );

    //Step 2

    Entry *location = table.firstFree++;

    location->key = key;

    location->value = value;

    //Step 3

    location->next = table.entries[hashValue];

    table.entries[hashValue] = location; 

}

table. 
entries[hashValue]

next
it
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actually
we intended

#define SIZE    (100*1024*1024) 

#define ELEMENTS    (SIZE / sizeof(unsigned int))

void verify_table( const Table &table ) {

    int count = 0;

    for (size_t i=0; i<table.count; i++) {

        Entry   *current = table.entries[i];

        while (current != NULL) {

            ++count;

            if (hash( current->value, table.count ) != i)

                printf( "%d hashed to %ld, but was located "

                        "at %ld\n", current->value,

                        hash( current->value, table.count ), i );

            current = current->next;

        }

    }

    if (count != ELEMENTS)

        printf( "%d elements found in hash table.  Should be %ld\n",

                count, ELEMENTS );

    else

        printf( "All %d elements found in hash table.\n", count); 

}
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main()

main()

#define HASH_ENTRIES     1024

int main( void ) {

    unsigned int *buffer =

                     (unsigned int*)big_random_block( SIZE );

    clock_t start, stop;

    start = clock();

    Table table;

    initialize_table( table, HASH_ENTRIES, ELEMENTS );

    for (int i=0; i<ELEMENTS; i++) {

        add_to_table( table, buffer[i], (void*)NULL );

    }

    stop = clock();

    float   elapsedTime = (float)(stop - start) /

                          (float)CLOCKS_PER_SEC * 1000.0f;

    printf( "Time to hash:  %3.1f ms\n", elapsedTime );

    verify_table( table );

    free_table( table );

    free( buffer );

    return 0; 

}

for()
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NULL
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aardvark altitude audience

avocado

Figure A.5 

-

lock.h -
Lock

__device__

 Download from www.wowebook.com



ptg

269

#include “../common/book.h” 

#include “lock.h”

struct Entry {

    unsigned int    key;

    void*           value;

    Entry           *next; 

}; 

struct Table {

    size_t  count;

    Entry   **entries;

    Entry   *pool; 

};

__device__ __host__ size_t hash( unsigned int value,

                                 size_t count ) {

    return value % count; 

}

cudaMalloc()
cudaMemset()

cudaFree()

void initialize_table( Table &table, int entries,

                       int elements ) {

    table.count = entries;

    HANDLE_ERROR( cudaMalloc( (void**)&table.entries,

                              entries * sizeof(Entry*)) );

    HANDLE_ERROR( cudaMemset( table.entries, 0,

                              entries * sizeof(Entry*) ) );

    HANDLE_ERROR( cudaMalloc( (void**)&table.pool,

                               elements * sizeof(Entry)) ); 

}
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void free_table( Table &table ) {

    cudaFree( table.pool );

    cudaFree( table.entries ); 

}

-

verify_table()

verify_table()

verify_table()

#define SIZE    (100*1024*1024) 

#define ELEMENTS    (SIZE / sizeof(unsigned int)) 

#define HASH_ENTRIES     1024

void verify_table( const Table &dev_table ) {

    Table   table;

    copy_table_to_host( dev_table, table );

    int count = 0;

    for (size_t i=0; i<table.count; i++) {

        Entry   *current = table.entries[i];

        while (current != NULL) {

            ++count;

            if (hash( current->value, table.count ) != i)

                printf( "%d hashed to %ld, but was located "

                        "at %ld\n", current->value,

                        hash(current->value, table.count), i );

            current = current->next;

        }

    }
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    if (count != ELEMENTS)

        printf( “%d elements found in hash table.  Should be %ld\n”,

                count, ELEMENTS );

    else

        printf( “All %d elements found in hash table.\n”, count );

    free( table.pool );

    free( table.entries ); 

}

verify_table()

cudaMemcpy()

void copy_table_to_host( const Table &table, Table &hostTable) {

    hostTable.count = table.count;

    hostTable.entries = (Entry**)calloc( table.count,

                                         sizeof(Entry*) );

    hostTable.pool = (Entry*)malloc( ELEMENTS *

                                     sizeof( Entry ) );

    HANDLE_ERROR( cudaMemcpy( hostTable.entries, table.entries,

                              table.count * sizeof(Entry*),

                              cudaMemcpyDeviceToHost ) );

    HANDLE_ERROR( cudaMemcpy( hostTable.pool, table.pool,

                              ELEMENTS * sizeof( Entry ),

                              cudaMemcpyDeviceToHost ) );

will
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Entry table.pool[]
Entry

hostTable.pool[]

table. 
pool hostTable.pool

    (X - table.pool) + hostTable.pool

Entry
Entry hostTable.entries next Entry

    for (int i=0; i<table.count; i++) {

        if (hostTable.entries[i] != NULL)

            hostTable.entries[i] =

                (Entry*)((size_t)hostTable.entries[i] -

                (size_t)table.pool + (size_t)hostTable.pool);

    }

    for (int i=0; i<ELEMENTS; i++) {

        if (hostTable.pool[i].next != NULL)

            hostTable.pool[i].next =

                (Entry*)((size_t)hostTable.pool[i].next -

                (size_t)table.pool + (size_t)hostTable.pool);

    } 

}

-

add_to_table()

__global__ void add_to_table( unsigned int *keys, void **values, 

                              Table table, Lock *lock ) {

    int tid = threadIdx.x + blockIdx.x * blockDim.x;

    int stride = blockDim.x * gridDim.x;
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keys[]

    while (tid < ELEMENTS) {

        unsigned int key = keys[tid];

        size_t hashValue = hash( key, table.count );

        for (int i=0; i<32; i++) {

            if ((tid % 32) == i) {

                Entry *location = &(table.pool[tid]);

                location->key = key;

                location->value = values[tid];

                lock[hashValue].lock();

                location->next = table.entries[hashValue];

                table.entries[hashValue] = location;

                lock[hashValue].unlock();

            }

        }

        tid += stride;

    } 

}

for() if()
warp

main()
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int main( void ) {

    unsigned int *buffer =

                     (unsigned int*)big_random_block( SIZE );

    cudaEvent_t     start, stop;

    HANDLE_ERROR( cudaEventCreate( &start ) );

    HANDLE_ERROR( cudaEventCreate( &stop ) );

    HANDLE_ERROR( cudaEventRecord( start, 0 ) );

    unsigned int *dev_keys;

    void         **dev_values;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_keys, SIZE ) );

    HANDLE_ERROR( cudaMalloc( (void**)&dev_values, SIZE ) );

    HANDLE_ERROR( cudaMemcpy( dev_keys, buffer, SIZE,

                              cudaMemcpyHostToDevice ) );

    // copy the values to dev_values here

    // filled in by user of this code example

    Table table;

    initialize_table( table, HASH_ENTRIES, ELEMENTS );
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    Lock    lock[HASH_ENTRIES];

    Lock    *dev_lock;

    HANDLE_ERROR( cudaMalloc( (void**)&dev_lock,

                              HASH_ENTRIES * sizeof( Lock ) ) );

    HANDLE_ERROR( cudaMemcpy( dev_lock, lock,

                              HASH_ENTRIES * sizeof( Lock ),

                              cudaMemcpyHostToDevice ) );

main()

    add_to_table<<<60,256>>>( dev_keys, dev_values,

                              table, dev_lock );

    HANDLE_ERROR( cudaEventRecord( stop, 0 ) );

    HANDLE_ERROR( cudaEventSynchronize( stop ) );

    float   elapsedTime;

    HANDLE_ERROR( cudaEventElapsedTime( &elapsedTime,

                                        start, stop ) );

    printf( "Time to hash:  %3.1f ms\n", elapsedTime );

    verify_table( table );

    HANDLE_ERROR( cudaEventDestroy( start ) );

    HANDLE_ERROR( cudaEventDestroy( stop ) );

    free_table( table );

    cudaFree( dev_lock );

    cudaFree( dev_keys );

    cudaFree( dev_values );

    free( buffer );

    return 0; 

}
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Index

A
add()
add_to_table()

anim_and_exit()
anim_gpu()

animExit(), 149 

cudaMemcpyAsync()

atomicAdd()

atomicCAS()
atomicExch()

see

B

blend_kernel()

blockDim
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blockIdx

see

bufferObj
GPUAnimBitmap, 149 

cudaGraphicsGL-
RegisterBuffer()

C
cache[]

cacheIndex

GPUAnimBitmap

see

clickDrag(), 149 

cudaChooseDevice()and, 141 

__constant__

copy_const_kernel()
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copy_constant_kernel()

CPUAnimBitmap

see free(),

cuComplex
cuComplex
CUDA, Supercomputing for the Masses 

CUDA C 

see

see

see parallel 

cuda_malloc_test()
cudaBindTexture()
cudaBindTexture2D()
cudaChannelFormatDesc()

cudaChooseDevice()

GPUAnimBitmap 

cudaD39SetDirect3DDevice()

cudaDeviceMapHost()

cudaDeviceProp
cudaChooseDevice()

cudaEventCreate()

GPUAnimBitmap
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cudaEventDestroy() 

cudaEventElapsedTime() 

cudaEventRecord() 

cudaEventSynchronize() 

cudaFree() 

cudaFreeHost() 

cudaHostAlloc(), 190 

cudaGetDevice()

cudaGetDeviceCount() 

cudaGetDeviceProperties() 

cudaGLSetGLDevice() 

cudaGraphicsGLRegisterBuffer()
cudaGraphicsMapFlagsNone(), 143 
cudaGraphicsMapFlagsReadOnly(), 143 
cudaGraphicsMapFlagsWriteDiscard(), 143 
cudaGraphicsUnapResources(), 144 
cudaHostAlloc()

malloc()

cudaHostAllocDefault() 

cudaHostAllocMapped()

cudaHostAllocPortable()

cudaHostAllocWriteCombined()
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cudaHostGetDevicePointer() 

cudaMalloc(), 124 

cuda-memcheck, 242 
cudaMemcpy()

cudaMemcpyAsync() 

cudaMemcpyDeviceToHost()

cudaMemcpyHostToDevice() 

cudaMemcpyToSymbol()
cudaMemset()

cudaSetDevice()

cudaSetDeviceFlags() 

cudaStreamCreate(), 194, 201 
cudaStreamDestroy()
cudaStreamSynchronize()
cudaThreadSynchronize(), 219 
cudaUnbindTexture()

D

dev_bitmap
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__device__

devPtr
dim3 
DIMxDIM 

draw_func

E
end_thread()

see

see
cudaEventElapsedTime()

see cudaEventCreate()

see cudaEventRecord() 
see 

cudaEventDestroy() 

EXIT_FAILURE()

F
fAnim()

float_to_color()

see
free(),
cudaFree( )

G

generate_frame()

GL_PIXEL_UNPACK_BUFFER_ARB

glBindBuffer()

glBufferData()
glDrawPixels()

glGenBuffers()
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__global__
add

kernel()

glutIdleFunc(), 149 
glutInit()
glutMainLoop(), 144 

GPU ripple

gpu_anim.h
GPUAnimBitmap

see cudaFree() 

see

grey()

gridDim

H

HANDLE_ERROR()
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HANDLE_ERROR() continued 

hit()

see malloc() 

I
idle_func() GPUAnimBitmap

x++

GPUAnimBitmap, 149
see

see

J
julia()

K

blockIdx.x

key_func
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L

Lock

M

main()

malloc() 
cudaHostAlloc()
cudaHostAlloc()
cudaMalloc( )

maxThreadsPerBlock

memcpy(),

see cudaMalloc() 
see

see cudaFree() free(),

see
see

memset(),

mutex

N

NVIDIA 

NVIDIA CUDA Programming Guide, 31

O
offset

see

see

GPUAnimBitmap
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P

cudaHostAllocDefault()
see

Programming Massively Parallel Processors: A 
Hands-on Approach 

cudaDeviceProp see 
cudaDeviceProp

maxThreadsPerBlock

Q

R

see

bufferObj cudaGraphicsGLRegister-
Buffer()

resource
GPUAnimBitmap
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ripple, GPU 

routine() 

S

scale

see

start
start_thread()
stop

see cudaEventSynchronize() 

__syncthreads() 

T

tex1Dfetch()

tex2D()
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threadIdx

see

threadsPerBlock 

tid
blockIdx.x

N

see cudaEventElapsedTime() 

gridDim

U

V

see

verify_table()

W

while()

Z
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